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Université de la Nouvelle-Calédonie
Laboratoire d’InfoRmatique des Images et des Systèmes d’information (LIRIS)
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Introduction

Le projet FOSTER a pour objectif de proposer aux géologues un processus complet permettant de les aider à modéliser et éventuellement prédire les
phénomènes érosifs à partir de données satellitaires, de MNT, de données capteurs ou toutes autres sources d’information disponibles sur la zone d’étude. Il
suit donc un processus de découverte de connaissances dans des données. Dans
ce contexte, un des principaux objectifs du projet est le développement de nouveaux algorithmes de fouille de données spatio-temporelles.
Pour traiter de telles données avec des approches génériques, il est nécessaire
de bien abstraire le type des données étudiées. C’est pourquoi, nous avons fait
le choix de représenter ces données par des graphes ou des arbres (dynamiques)
attribués. La fouille de graphes ou d’arbres attribués a été très peu étudiée dans
la communauté et nos propositions font partie des premières dans ce domaines.
Dans [1], nous proposons de prendre en compte la topologie des graphes en
recherchant des régularités entre les descripteurs des sommets. Ces descripteurs
peuvent être de deux types : (1) des attributs propres aux sommets et (2) des
informations topologiques utilisées pour décrire le rôle (i.e., connectivité) du
sommet dans le graphe. La plupart de ces attributs sont numériques ou ordinaux.
Leur similarité peut être capturée à l’aide de co-variations. Nous avons défini les
motifs topologiques (i.e., topological patterns) qui sont des ensembles d’attributs
des sommets qui sont fortement corrélés dans le graphe. Par exemple, un tel
motif peut être plus l’indice rouge est important, plus la probabilité d’avoir eu
un glissement de terrain est importante ou plus un auteur publie dans revues de
très haut niveau, plus il est central dans le graphe de co-citations. Nous avons
proposé plusieurs mesures d’intérêt pour évaluer l’intérêt de ces motifs. Nous
avons notamment défini une mesure d’intérêt qui calculer la corrélation entre
la structure du graphe et le motif. Ce travail a également fait l’objet d’une
démonstration à la conférence IEEE ICDM 2012 [4].
Une autre façon d’appréhender des graphes attribués est de revisiter des
tâches classiques de fouille de graphes en prenant en compte l’information disponible sur les attributs propres aux nœuds pour obtenir des motifs plus pertinents. Dans [2], nous proposons d’extraire des ensembles de cliques maximales
homogènes. Dans les collections extraites, les sommets doivent avoir un nombre
minimum d’attributs en commun. Outre l’apport évident sur la qualité de la
sortie des algorithmes de fouille de graphes, la prise en compte de l’information
sur les sommets permet également d’élaguer plus efficacement les motifs non pertinents et d’assurer ainsi le passage à l’échelle de tels algorithmes. Notons que
nous nous sommes intéressés au cas de l’extraction des cliques maximales mais
ces notions peuvent se généraliser à de nombreux tâches de fouille de graphes
(quasi-cliques, sous-graphes, etc. )
En ce qui concerne les arbres attribués, ils peuvent être utilisés dans de
nombreuses applications de fouilles de données spatio-temporelles. Dans le cas
d’études épidémiologiques, par exemple, l’espace géographique peut être découpé
en zones qui sont représentées par les nœuds de l’arbre, les itemsets décrivent
les caractéristiques de ces zones à un temps donné et les arêtes symbolisent
3

des relations de voisinage avec d’autres zones au temps suivant. Les motifs
fréquent trouvés sont ainsi susceptible de donner un éclairage nouveau sur les
déterminants d’une pathologie. D’autres applications peuvent être imaginées
dans divers domaines comme l’analyse des arbres de retweet, la fouille d’arbres
phylogénétiques, la fouille de documents XML ou l’analyse de journaux d’activité
Web (Web log analysis).
Dans [3], nous introduisons le problème de fouille d’arbres attribués. Les
arbres attribués sont des arbres dans lesquels les nœuds sont associés à des
itemsets. Les contributions clés de ce travail sont les suivantes :
1. nous présentons le problème de la fouille de sous-structures ordonnées et non
ordonnées dans une collection d’arbres attribués,
2. nous définissons les formes canoniques des arbres attribués,
3. nous proposons une méthode permettant l’énumération des arbres attribués
qui est basée sur la combinaison de deux opérations : l’extension de la structure arborescente et l’extension des itemsets associés aux nœuds,
4. nous présentons trois variantes d’un algorithme permettant d’extraire les
sous-structures fréquentes dans des arbres attribués,
5. nous montrons les résultats expérimentaux effectués sur plusieurs jeux de
données artificiels et un jeu de données réel.
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Mining Graph Topological Patterns: Finding
Co-variations Among Vertex Descriptors
Adriana Prado , Marc Plantevit , Céline Robardet , Jean-François Boulicaut
Abstract—We propose to mine the graph topology of a large attributed graph by finding regularities among vertex descriptors. Such
descriptors are of two types: (1) the vertex attributes that convey the information of the vertices themselves and (2) some topological
properties used to describe the connectivity of the vertices. These descriptors are mostly of numerical or ordinal types and their
similarity can be captured by quantifying their co-variation. Mining topological patterns relies on frequent pattern mining and graph
topology analysis to reveal the links that exist between the relation encoded by the graph and the vertex attributes. We propose three
interestingness measures of topological patterns that differ by the pairs of vertices considered while evaluating up and down covariations between vertex descriptors. An efficient algorithm that combines search and pruning strategies to look for the most relevant
topological patterns is presented. Besides a classical empirical study, we report case studies on four real-life networks showing that
our approach provides valuable knowledge.
Index Terms—Data mining, Mining methods and analysis, Attributed graph mining, topological patterns.
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I NTRODUCTION

Real-world phenomena are often depicted by graphs where
vertices represent entities and edges represent their relationships or interactions. Entities are also described by one or
more attributes that constitute the attribute vectors associated
with the vertices of the attributed graph. Existing methods
that support the discovery of local patterns in graphs mainly
focus on the topological structure of the patterns, by extracting
specific subgraphs while ignoring the vertex properties (cliques
[22], quasi-cliques [21], [31]), or compute frequent relationships between vertex attribute values (frequent subgraphs in
a collection of graphs [17] or in a single graph [4]), while
ignoring the topological status of the vertices within the whole
graph, e.g., the vertex connectivity or centrality. The same
limitation holds for the methods proposed in [19], [24], [28]
and [29], which identify sets of vertices that share local
attributes and that are close neighbors. Such approaches only
focus on a local neighborhood of the vertices and do not
consider the connectivity of the vertex in the whole graph.
In this paper, we propose to compute relevant patterns that
integrate information about the connectivity of the vertices
and their attribute values.
The connectivity of each vertex is described by topological
properties that quantify its topological status in the graph.
Some of these properties are based on the close neighborhood
of the vertices (e.g., the vertex degree), while others describe
the connectivity of a vertex by considering its relationship with
all other vertices (e.g., the centrality measures). Combining
such microscopic and macroscopic properties characterizes the
connectivity of the vertices and it may be a sound basis to
• A. Prado, C. Robardet, and J-F Boulicaut are with Université de
Lyon, CNRS, INSA-Lyon, LIRIS, UMR5205, F-69621, France. E-mail:
{firstname.name}@liris.cnrs.fr.
• M. Plantevit is with Université de Lyon, CNRS, Université Lyon 1, LIRIS,
UMR5205, F-69622, France. E-mail: marc.plantevi@liris.cnrs.fr.

explain why some vertices have similar attribute values.
Such topological properties and vertex attributes are mostly
of numerical or ordinal types and their similarity can be
captured by quantifying their co-variation. Such co-variation
indicates how a set of vertex descriptors tend to monotonically
increase or decrease all together. Therefore, following the way
paved by [5], we propose to mine rank-correlated sets over
graph descriptors by extracting topological patterns defined
as a set of vertex properties and attributes that strongly covary over the vertices of the graph. We introduce several
interestingness measures of topological patterns that differ by
the pairs of vertices that are considered while evaluating up
and down co-variations between descriptors: (1) Considering
all the vertex pairs enables to find patterns that are true all
over the graph; (2) Including only the vertex pairs that are
in a specific order regarding a selected numerical or ordinal
attribute reveals the topological patterns that emerge with this
attribute; (3) Examining the vertex pairs that are connected
in the graph makes it possible to identify patterns that are
structurally correlated to the relationship encoded by the
graph. We also design an operator that identifies the top k
representative vertices of a topological pattern.
Let us illustrate our proposal on a co-authorship graph
depicted in Figure 1, where vertices (from A to P ) denote authors, edges encode co-authorship relations, and three
attributes describe author: h corresponds to the author hindex, which attempts to measure both the productivity and
the impact of the published work of each author [16]; i
denotes the average number of hours per week spent by each
author on instructional duties; and t designates the number of
publications the author had in the IEEE TKDE journal. As
topological property, we consider the betweenness centrality
measure that is the number of times a vertex appears on a
shortest path of the graph (see Section 2). This value is in
a circle associated to each vertex on Figure 1. For instance,
vertex D has attribute values h = 25, i = 1.5 and t = 18
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and a betweenness centrality value equal to 73. One of the
topological patterns extracted from this attributed graph is
P = {h+ , i− , B ETW+ }, whose meaning is the higher the
value of attribute h, the lower the value of attribute i and the
higher the betweenness centrality of a vertex. In other words,
authors that tend to have a high h-index, tend to have a low
instructional duty and publish articles with co-authors that are
also central in the graph, inducing a rather small distance to
other vertices. This topological pattern combines a topological
property (B ETW) with two vertex attributes (h and i) and is
supported by 89 pairs of vertices among the 16
2 possible pairs
over the graph. Its top 3 representative vertices are E, I and
D (shadowed on Figure 1). These vertices have the highest
values on h and B ETW, and the lowest values on attribute i
compared to other vertices. Therefore, these dominant vertices
have a significant impact on the support of this pattern.
In this article, we design an algorithm, called TopGraphMiner, which discovers topological patterns. Given an attributed graph, such as the one in Figure 1, it first computes
a set of topological properties for every of its vertices. TopGraphMiner then integrates search and pruning strategies to
look for the most relevant topological patterns. Finally, it gives
to the user the ability to visualize every pattern on the input
graph by identifying its top k representative vertices.
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TOPOLOGICAL

VERTEX PROPERTIES

The input of our mining task is a non-directed attributed graph
G = (V, E, L), where V is a set of n vertices, E a set of m
edges, and L = {l1 , · · · , lp } a set of p attributes associated
with each vertex of V , which may be numerical or ordinal.
Important properties of the vertices are also encoded by
the edges of the graph, which describe inter-relations between
vertices. From this relation, we can compute some topological
properties that synthesize the role played by each vertex in the
graph. The topological properties we are interested in range
from a microscopic level – those that described a vertex based
on its direct neighborhood – to a macroscopic level – those
that characterize a vertex by considering its relationship to all
other vertices in the graph. Statistical distributions of these
properties are generally used to depict large graphs (see, e.g.,
[2], [18]). We propose here to use them as vertex descriptors.
Some examples of these properties are given from Figure 1.
2.1 Microscopic properties
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This article is structured as follows: Section 2 presents
topological vertex properties. Sections 3 and 4 introduce our
new model for mining topological patterns. Our algorithm is
defined in Section 5. Its efficiency and its effectiveness are
discussed in Sections 6 and 7. Section 8 addresses the related
work and Section 9 concludes.
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We propose to use four topological properties to describe the
direct neighborhood of a vertex v:
• The degree of v is the number of edges incident to v
(deg(v) = |{u ∈ V, {u, v} ∈ E}|). When normalized by the
maximum number of edges a vertex can have, it is called
the degree centrality coefficient: D EGREE(v) = deg(v)
n−1
3
(e.g., D EGREE(B) = 15
).
• The clustering coefficient evaluates the connectivity of
the neighbors of v and thus its local density:
2|{{u,w}∈E, {u,v}∈E∧{v,w}∈E}|
deg(v)(deg(v)−1)
2|{{A,D}{C,D}}|
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Figure 1. A co-authorship attributed graph toy example.
Our main contributions are as follows. First, we propose
a new kind of graph analysis that exploits attributes and
topological properties of vertices. Second, to produce such
an analysis, we provide new insights into simpler co-variation
pattern mining [5] by considering up and down co-variations.
We define new upper bounds on the support of such covariations. We also introduce several interestingness measures
for topological patterns, and a valuable support to pattern
visualization on the original graph thanks to the identification
of its top k representative vertices. Third, we present an
empirical study that includes: (1) A comparison of TopGraphMiner with a baseline approach; (2) A study of its empirical
complexity; (3) An analysis of the pruning capability of the
proposed upper-bound; and (4) A qualitative feedback on some
patterns extracted from four real-life networks: a co-authorship
network, a movie co-actor network, a patent citation network,
and a gene interaction network.

•

(e.g., C LUST(B) =
)
To better understand the structure of the neighborhood of
v, we also consider the quasi-cliques [21] that involve v.
v belongs to a γ-quasi clique Q iff the graph GQ induced
by the set of vertices Q is connected and satisfies
∀u ∈ Q, degGQ (u) ≥ ⌈γ(|Q| − 1)⌉

where degGQ (u) is the degree of u in GQ (e.g.,
{A, B, C, D} is a 2/3-quasi clique since degGQ (A) =
degGQ (c) = 2 ≥ ⌈ 32 (4 − 1)⌉ and degGQ (B) =
degGQ (D) = 3 ≥ 2). We consider two properties based
on the quasi-cliques involving v: the size of the largest
quasi-clique (S Z QC(v)) and the number of quasi-cliques
(N B QC(v)).
2.2 Macroscopic properties
We consider five macroscopic topological properties to characterize a vertex while taking into account its connectivity to
all other vertices of the graph.
• Vertex communities can be computed by looking for a
partition of V that maximizes the Newman’s modularity
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measure [25]. This criterion is based on the proportion of
edges that fall within the community minus the expected
such proportion „
if edges were distributed at «
random:
Q=

1
4m

X
u,v

•

•

•

•

1E ({u, v}) −

deg(u)deg(v)
2m

δcu ,cv

where cv is the community assigned to v, δcu ,cv
is the Kronecker delta (δcu ,cv = 1 if cu = cv
and δcu ,cv = 0 otherwise), 1E ({u, v}) is the
indicator function of the set E (1E ({u, v}) = 1 if
{u, v} ∈ E, 0 otherwise). For example, according to
such a definition, the 4 communities on Figure 1 are
{A, B, C, D}, {E, N, O, P }, {F, G, H}, {I, J, K, L, M }.
As topological property, we consider the size of the
community of v (S Z C OM(v)).
The relative importance of vertices in a graph can be
obtained through centrality measures [11]. Closeness
centrality C LOSE(v) is defined as the inverse of the
average distance between v and all other vertices that
are reachable from it. The distance between two vertices
is defined as the number of edges of the shortest path
n
between them: C LOSE(v) = P
(e.g.,
u∈V |shortest path(u,v)|
C LOSE(B) = 0.021 and C LOSE(E) = 0.037).
The betweenness centrality B ETW(v) of v is equal to the
number of times a vertex appears on a shortest path in the
graph. It is evaluated by first computing all the shortest
paths between every pair of vertices, and then counting
the number of times a vertex appears on these paths:
P
B ETW(v) = u,w 1shortest path(u,w) (v) (e.g., B ETW (B) =
1 and B ETW(E) = 166).
The eigenvector centrality measure (E G V ECT) favours
vertices that are connected to vertices with high eigenvector centrality. This recursive definition can be expressed
by the following eigenvector equation Ax = λx which
is solved by the eigenvector x associated to the largest
eigenvalue λ of the adjacency matrix A of the graph (e.g.,
E G V ECT(B) = 0.093 and E G V ECT(E) = 0.114).
The PAGE R ANK index [3] is based on a random walk
on the vertices of the graph, where the probability to
go from one vertex to another is modelled as a Markov
chain in which the states are vertices and the transition
probabilities are computed based on the edges of the
graph. This index reflects the probability that the random
walk ends at the vertex itself:
PAGE R ANK(v) = α

P

j

R ANK (u)
+
1E ({u, v}) PAGEdeg(u)

1−α
n

where the parameter α is the probability that a random
jump to vertex v occurs (e.g., PAGE R ANK (B) = 1.11
and PAGE R ANK (E) = 1.50).
These 9 topological properties characterizes the graph relationship encoded by E. These properties, along with the set
of vertex attributes L, constitutes the set of vertex descriptors
D used in this paper.
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TOPOLOGICAL

or ordinal type, and we propose to capture their similarity by
quantifying their co-variation over the vertices of the graph.
Topological patterns are defined as P = {D1 s1 , · · · , Dℓ sℓ },
where Dj is a vertex descriptor from D and sj ∈ {+, −} is
its co-variation sign. Following the example of Figure 1, the
trend “the more papers in IEEE TKDE (t) the lower the average
number of hours per week spent on instructional duties (i)”
is represented by the pattern {t+ , i− }. In the following, we
propose three interestingness measures that are different with
respect to the pairs of vertices considered while evaluating the
support of such patterns.
3.1 Topological patterns over the whole graph
Several signed vertex descriptors co-vary if the orders induced
by each of them on the set of vertices are consistent. This
consistency is evaluated by the number of vertex pairs ordered
the same way by all descriptors. The number of such pairs
constitutes the so-called support of the pattern. This measure
can be seen as a generalization of the Kendall’s τ measure.
When we consider all possible vertex pairs, this interestingness
measure is defined as follows:
Definition 1 (Suppall ): The support of a topological pattern P over all possible pairs of vertices
is:
s
|{(u,v)∈V 2 | ∀Dj ∈P :Dj (u)⊲ sj Dj (v)}|
j

Suppall (P ) =

(n2 )

where ⊲sj denotes < when sj is equal to +, and ⊲sj denotes
> when sj is equal to −.
This measure gives the number of vertex pairs (u, v) such that
u is strictly lower than v on all descriptors with sign +, and
u is strictly higher than v on descriptors with sign −. For
instance, the pattern P ={t+ , i− } is supported by 85 pairs
among the 120 possibles ones, hence Suppall (P ) = 0.71.
As mentioned in [5], Suppall is an anti-monotonic measure
for positively signed descriptors. This is still true when consid−
ering negatively signed ones: adding Dl+1
to a pattern P leads
to a support lower than or equal to that of P since the pairs
(u, v) that support P must also satisfy Dl+1 (u) > Dl+1 (v).
Besides, when adding descriptors with negative sign, the
support of some patterns can be deduced from others, the latter
referred to as symmetrical patterns.
Property 1 (Support of symmetrical patterns): Let P be a
s
topological pattern and P be its symmetrical, that is, ∀Dj j ∈
s
P , Dj j ∈ P , with sj = {+, −} \ {sj }. If a pair (u, v) of V 2
contributes to the support of P , then the pair (v, u) contributes
to the support of P . Thus, we have Suppall (P ) = Suppall (P ).
Topological patterns and their symmetrical patterns are
semantically equivalent. To avoid the irrelevant computation
of duplicate topological patterns, we exploit Property 1.
Thus, mining frequent topological patterns consists in computing all sets of signed descriptors P , but not their symmetrical ones, such that Suppall (P ) ≥ minsup, where minsup
is a user-defined minimum support threshold.

PATTERNS

Let us now consider topological patterns as a set of vertex
attributes and topological properties that behave similarly over
a large part of the vertices of the graph. We assume that all
topological properties and vertex attributes are of numerical

3.2 Other interestingness measures
To identify most interesting topological patterns, we propose
to give to the end-user the possibility of guiding its data
mining process by querying the patterns with respect to their
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correlation with the relationship encoded by the graph or
with a selected descriptor. Therefore, we revisit the notion
of emerging patterns [10] by identifying the patterns whose
support is significantly greater (i.e., according to a growthrate threshold) in a specific subset of vertex pairs than in the
remaining ones. This subset can be defined in different ways
according to the end-user’s motivations: either it is defined
by the vertex pairs that are ordered with respect to a selected
descriptor called the class descriptor, or it is equal to E, the
set of edges. Whereas the former highlights the correlation
of a pattern with the class descriptor, the latter enables to
characterize the importance of the graph structure within the
support of the topological pattern. For instance, considering
the toy example of Figure 1, h+ t+ and h+ t− are both
frequent with minimum support of 20%. Note that although
these patterns are contradicting, they are both output by our
approach when only the frequency constraint is considered.
The extraction of emerging patterns with respect to t outputs
the pattern h+ t+ as the frequency of h+ is significantly greater
in t+ than in t− (with a factor of 2.13). h+ t+ is more
emerging with respect to E than h+ t− , their growth rates
being respectively equal to 1.23 and 0.59.
3.2.1 Emerging patterns w.r.t. a selected descriptor
Let us consider a selected descriptor C ∈ D and a sign r ∈
{+, −}. The set of pairs of vertices that are ordered by C r is
CC r

=

{(u, v) ∈ V 2 | C(u) ⊲r C(v)}

The support measure based on the vertex pairs of CC r is
defined below.
Definition 2 (SuppC r ): The support of a topological pattern P over C r is:
sj
SuppC r (P ) =

|{(u,v)∈CC r | ∀Dj ∈P :Dj (u)⊲ sj Dj (v)}|
|CC r |

Analogously, the support of P over the pairs of vertices that
do not belong to CC r is denoted SuppC r (P ). To evaluate the
impact of C r on the support of P , we consider the growth
rate of the support of P over the partition of vertex pairs
C r (P )
{CC r , CC r }: Gr(P, C r ) = Supp
SuppC r (P )
If Gr(P, C r ) is greater than a minimum growth-rate threshold, then P is referred to as emerging with respect to C r .
If Gr(P, C r ) ≈ 1, P is as frequent in CC r as in CC r . If
gr(P, C r ) ≫ 1, P is much more frequent in CC r than in CC r .
For example, Gr({h+ , i− , B ETW+ }, t+ ) = 2.31. The intuition
behind this definition is to identify the topological patterns
that are mostly supported by pairs of vertices that are also
ordered by the selected descriptor.
3.2.2 Emerging patterns w.r.t. the graph structure
It is interesting to measure if the graph structure plays an
important role in the support of a topological pattern P . To
this end, we define a similar support measure based on pairs
that belongs to E, the set of edges of the graph:
CE = {(u, v) ∈ V 2 | {u, v} ∈ E}
Based on this set of pairs, we define the support of P as:
Definition 3 (SuppE ): The support of a topological pattern
P over the pairs of vertices that are linked in G is:

SuppE (P ) =

2|{(u,v)∈CE | ∀Dj ∈P :Dj (u)⊲ sj Dj (v)}|
|CE |

The maximum value of the numerator is |C2E | since: (1) if
(u, v) ∈ CE then (v, u) ∈ CE , and (2) it is not possible that
s
∀Dj j ∈ P , Dj (u) ⊲sj Dj (v) and Dj (v) ⊲sj Dj (u) at the
same time. For instance, the pattern {h+ , i− } is supported by
all the twenty possible pairs that are edges, its support is thus
equal to 1. The support of P over the pairs of vertices that do
not belong to CE is denoted SuppE (P ).
As before, to evaluate the impact of E on the support of
P , we consider the growth rate of the support of P over the
E (P )
partition of vertex pairs {CE , CE }: Gr(P, E) = Supp
.
SuppE (P )
Gr(P, E) enables to assess the impact of the graph structure
on the pattern. Therefore, if Gr(P, E) ≫ 1, P is said to be
structurally correlated. If Gr(P, E) ≪ 1, the graph structure
tends to inhibit the support of P . For example, on Figure 1, the
most structurally correlated pattern is P = {h+ , t+ , B ETW+ }
with Gr(P, E) = 1.628.
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K REPRESENTATIVE VERTICES

The user may be interested in identifying the vertices that are
the most representative of a given topological pattern, thus
enabling the projection of the patterns back into the graph. For
example, the representative vertices of the pattern {t+ , B ETW− }
would be researchers with a relatively large number of IEEE
TKDE papers and a low betweenness centrality measure.
We denote by S(P ) the set of vertex pairs (u, v) that
constitutes the support of a topological pattern P :
s

S(P ) = {(u, v) ∈ V 2 | ∀Dj j ∈ P : Dj (u) ⊲sj Dj (v)}

which forms, with V , a directed graph GP = (V, S(P )). This
graph satisfies the following property.
Property 2: The graph GP = (V, S(P )) is transitive and
acyclic.
Proof: Let us consider (u, v) ∈ V 2 and (v, w) ∈ V 2 such
s
that, ∀Dj j ∈ P : Dj (u) ⊲sj Dj (v) and Dj (v) ⊲sj Dj (w).
Thus, Dj (u) ⊲sj Dj (w) and (u, w) ∈ S(P ). Therefore, GP
is transitive.
As ⊲s ∈ {<, >}, it stands for a strict inequality. Thus,
if (u, v) ∈ S(P ), (v, u) 6∈ S(P ). Furthermore, as GP is
transitive, if there exists a path between u and v, there is
also an arc (u, v) ∈ S(P ). Therefore, (v, u) 6∈ S(P ) and we
can conclude that GP is acyclic.
As GP is acyclic, it admits a topological ordering of its
vertices, which is, in the general case, not unique. The top k
representative vertices of a topological pattern P are identified
on the basis of such a topological ordering of V and are
the k last vertices with respect to this ordering. Considering
that an arc (u, v) ∈ S(P ) is such that v dominates u on P ,
this vertex set contains the most dominant vertices on P . The
top k representative vertices of P can be easily identified by
ordering the vertices by their incoming degree as shown in
Section 5.3.2.

5

A LGORITHM TOP G RAPH M INER

Having described the topological pattern domain, this section
aims at presenting TopGraphMiner, an efficient algorithm that
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combines search and pruning strategies to identify the most
relevant topological patterns. Indeed, as the support counting
is quadratic in the number of vertices, it is important to avoid,
in linear time, some useless support computation. To this end,
we derive an upper bound on the support used to safely prune
non-promising topological patterns.
5.1 Upper Bound on the Support Measure
To define an upper bound on the support of a given topological pattern which benefits from the presence of ties in
the descriptors, a rank value ρ(D(u)) is associated with each
numerical descriptor value D(u) [5]. ρ(D(u)) is the index of
u in V when V is sorted in ascending order with respect to D,
such that 1 ≤ ρ(D(u)) ≤ |V |, ties being handled arbitrarily.
Actually, due to the presence of ties, there are many possible
rankings, but in all of them, the ranks of a given value range
in an interval defined by [ρ(D(u)), ρ(D(u))] with:
ρ(D(u))
ρ(D(u))

= min{ρ(D(v)) | v ∈ V and D(v) = D(u)}

= max{ρ(D(v)) | v ∈ V and D(v) = D(u)}

For instance, on graph of Figure 1, ρ(B ETW(B)) = 8 and
ρ(B ETW(B)) = 9. Given two descriptors A and B and their
respective signs sa and sb , the ranking intervals over these
descriptors can be used to establish a lower bound on the
number of vertices that cannot form a supporting pair with u.
If va is a vertex such that (A(va ) Dsa A(u)), then the pair
(u, va ) cannot support Asa B sb . On the other hand, if a vertex
vb does not satisfy (B(vb ) ⊲sb B(u)), then the pair (vb , u)
cannot support Asa B sb either. We denote I sa and J sb the
sets of vertices va and vb , respectively. Then, DiffAsa B sb is
the set of vertices that cannot form a supporting pair with u:
DiffAsa B sb = {v ∈ V | v ∈ I sa ∧ v 6∈ J sb }

Depending on the values of sa and sb , the cardinality of I sa
and J sb can easily be computed from the end points of the
ranking intervals:
|I + | = |{v ∈ V |A(v) ≤ A(u) and v 6= u}|
|J + | = |{v ∈ V |B(v) < B(u) and v 6= u}|
|I − | = |{v ∈ V |A(v) ≥ A(u) and v 6= u}|

|J − | = |{v ∈ V |B(v) > B(u) and v 6= u}|

=
=
=
=

ρ(A(u)) − 1
ρ(B(u)) − 1

|V | − ρ(A(u))

|V | − ρ(B(u))

Figure 2 illustrates these sets. In every case, the line represents
+
I

u

ρ(A(u))

J

ρ(B(u))

ρ(B(u))

u

1

|V |

u

ρ(A(u))

ρ(A(u))

1

|V |

A

J

-

ρ(B(u))
1

|DiffA− B− |
|DiffA+ B− |
|DiffA− B+ |

≥

≥
≥
≥

´
`
max{0, ρ(A(u)) − ρ(B(u)) }
´
`
max{0, ρ(B(u)) − ρ(A(u)) }
max{0, (ρ(A(u)) − 1 − (|V | − ρ(B(u))))}
`
´
max{0, (|V | − ρ(A(u))) − ρ(B(u)) − 1 )}

To establish an upper bound on the support of a pattern P , we take, for each vertex u, the pair of signed
descriptors Asa B sb of P that maximizes DiffAsa B sb :
maxDiffP (u) = maxAsa B sb ∈P 2 |DiffAsa B sb |. For instance,
maxDiff{i− BETW + } (B) = max{|Diffi− BETW + |, |DiffBETW + ,i− |} =
max{16 − 7 − 8 + 1, 9 − 1 − 16 + 7} = 2. This leads to the

following upper bound:
Theorem 1 (Upper bound on Supp): Let P be a topological pattern,
Suppall (P ) ≤ 1 −

P

maxDiffP (u)
n(n − 1)

u∈V

(1)

Proof: For each vertex u, let us consider two descriptors
Asa and B sb from P such as maxDiffP (u) = |DiffAsa B sb (u)|.
This is a lower bound on the number of vertices v such that
(A(v) Dsa A(u)) and ¬(B(v) ⊲sb B(u)). For each such vertex
v, neither (u, v) nor (v, u) contributes to Suppall (P ). If we
sum these numbers over all vertices from V , we get a lower
bound on the number of ordered pairs that cannot support P .
Since every ordered pair of vertices (u, v) is taken into account
twice, we need to divide it by 2 to get a lower bound on the
pairs of vertices that do not contribute to
 the support of P .
Finally we divide the upper bound by n2 .
Observe that this upper bound on Suppall is very convenient
since its computation is in O(|V |), whereas the computation
of Suppall is in O(|V |2 ). On the one hand, it requires storing
2 additional values for every descriptor and every vertex (the
end points of the ranking intervals). On the other hand, since
we are enumerating descriptors and not descriptor values (as
in itemset mining) this is not costly in terms of memory usage.

|V |

B

I

|DiffA+ B+ |

ρ(A(u))

1

A

+

ascending order. In each line, we distinguish a given vertex
u and the end points of the interval containing the vertices
with the same value as u (ρ(D(u)) and ρ(D(u))). Besides,
the hatched gray rectangle gives the set I sa or J sb .
Since we cannot derive the exact cardinality of DiffAsa B sb ,
given that we do not know how the sets I sa and J sb intersect,
we compute a lower bound on it. If |I sa | ≥ |J sb |, then
the cardinality of DiffAsa B sb is minimal when J sb ⊆ I sa .
Analogously, if |I sa | < |J sb |, then DiffAsa B sb can be empty,
and thus its cardinality is 0. Thus,

u

ρ(B(u))
|V |

B

Figure 2. Illustration of the computation of DiffAsa B sb .
the vertices sorted by the descriptor depicted on the right, in

5.2 Algorithm
TopGraphMiner computes frequent topological patterns and
their top k representative vertices from an attributed graph
(see Algorithms 1 and 2). It takes in input the graph G =
(V, E, L) and two parameters: minsup and k. In Line 1
of Algorithm 1, it performs the computation of topological
vertex properties. The computation of topological patterns is
done in an ECLAT-based way [32]. More precisely, all the
subsets of a pattern P are always evaluated before P itself.
In this way, by storing all frequent patterns in the hash-tree
M, the anti-monotonic frequency constraint is fully-checked
on the fly (Line 4, in Algorithm 2). We start by enumerating
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the singleton positive descriptors to avoid the generation of
duplicate patterns. Larger patterns are recursively generated
by the function E XTEND PATTERN (see Line 13, in Algorithm
1). We compute the upper bound on the support to prune nonpromising topological patterns (function COMP UB in Line
8 of Algorithm 1). This function is the strict application of
Theorem 1 (see supplementary material for the pseudo-code).
When this upper bound is greater than the minimum threshold,
the exact support is computed (function COMP SUPP in Algorithms 1 and 2). This step and its optimization are discussed
in the following subsection.
Another optimization is based on the deduction of the support from already evaluated patterns (function COMP DEDUC
in Line 5 of Algorithm 2). A pair of vertices that supports
a pattern P can support pattern P A+ or pattern P A− , or
none of them. Thus, another upper bound on Suppall (P A− )
is Suppall (P ) − Suppall (P A+ ). Note that these patterns have
already been considered before the evaluation of P A− . So,
to be stringent, we bound the support by taking the minimum
between this value and the upper bound defined in Theorem 1
(see Line 5 in Algorithm 2). When computing the support of
the pattern, the top k representative vertices are also identified
(see Subsection 5.3.2).
Algorithm 1 TopGraphMiner
Require: G = (V, E, L), minsup, k
Ensure: M: the frequent topological patterns and
their top k representative vertices.
1: Compute T , the set of topological properties of G
that associate a numerical value to vertices of V
based on the relation E.
2: D ← T ∪ L
3: M ← ∅
4: for all D ∈ D, in descending order do
5:
for all v ∈ V do
6:
Compute ρ(D(v)) and ρ(D(v)).
7:
end for
8:
U B ← COMP UB({D+ }, ρ, ρ)
9:
if (U B ≥ minsup) then
10:
(supp, topk) ← COMP S UPP({D+ }, k)
11:
if (supp ≥ minsup) then
12:
M ← M ∪ ({D+ }, topk)
13:
E XTEND PATTERN ({D+ })
14:
end if
15:
end if
16: end for

5.3 Discussion and Optimizations
We discuss other optimizations used in TopGraphMiner algorithm and how emerging topological patterns are computed.
5.3.1

Computation of Suppall

The support of P is evaluated by function C OMP S UPP
that counts the number of pairs of vertices (u, v) such that
∀Asa ∈ P, A(u) ⊲sa A(v). This computation requires to
perform a quadratic operation on the number of vertices.
However, as proposed in [5], a more directed search for all
vertices that have smaller or greater values on all descriptors
in P is implemented by using range trees and it enable good

Algorithm 2 Extend Pattern
Require: P a topological pattern, minsup, k, ρ, ρ
Ensure: Compute all frequent extensions of P and
add them to the global variable M with their top
k representative vertices
1: for all B ∈ D, B greater than the last descriptor
in P do
2:
for all s ∈ {+, −} do
3:
Q ← P ∪ {B s }
4:
if (∀R ⊂ Q, R ∈ M) then
5:
UB
←
min{COMP UB(Q, ρ, ρ),
COMP D EDUC(Q, M)}
6:
if (U B ≥ minsup) then
7:
(supp, topk) ← COMP S UPP(Q, k)
8:
if (supp ≥ minsup) then
9:
M ← M ∪ (Q, topk)
10:
E XTEND PATTERN (Q)
11:
end if
12:
end if
13:
end if
14:
end for
15: end for

performances when |P | is not too large. For a singleton pattern
{D+ }, the range tree is simply a binary search tree where each
node contains a value x of D along with two values: y + , that
is, the number of vertices that are lower than or equal to x, and
y − , that is, the number of vertices having a value greater or
equal to x. Then, to compute the support of {D+ }, we simply
loop over the vertices of the graph, find their corresponding
nodes in the range tree and sum the y + values of their left
subtrees. When extending a pattern P , every node in the range
tree is expanded to contain a nested range tree that corresponds
to the added descriptor. To compute the support, we loop over
the graph vertices, find their corresponding nodes in the inner
range trees and sum up the y + (resp. y − ) values for positive
(resp. negative) descriptors of their left (resp. right) subtrees.
5.3.2 Computation of the top k representatives
As explained in Section 4, the vertex pairs S(P ) that support a
topological pattern P define a transitive acyclic directed graph
GP = (V, S(P )) (see Property 2) that admits at least one
topological ordering of its vertices. The top k representative
vertices are the k last vertices with respect to one of these
orderings.
Property 3: Let G = (V, A) be a transitive directed graph
and let Deg − (v) be the incoming degree of the vertex v ∈ V
(deg − (v) = |{∀u ∈ V such that (u, v) ∈ A}|). For any arc
(u, v) ∈ A, deg − (u) ≤ deg − (v) + 1.
Proof: Given an arc (u, v) ∈ A, ∀t ∈ V such that (t, u) ∈
A, by transitivity of G there exists an arc (t, v) ∈ A. Therefore,
deg − (u) ≤ deg − (v) + 1.
As a result, ordering V with respect to deg − constitutes a
topological sorting of GP . The range trees used for computing
the support of P is exploited to retrieve the top k representative
vertices of P : during the loop over the vertices of the graph,
their incoming degree is considered and the set of k vertices
having the largest incoming degree is maintained in a heap,
using operations in O(log k).
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5.3.3 Computation of SuppC r , SuppE and Gr
Emerging topological patterns can easily be computed by
adapting Algorithm 1: the selected descriptor C r is the last
one in the pattern being enumerated (in the ECLAT enumeration fashion, the last descriptor in the pattern is the first to
be enumerated), and when enumerated, its support provides
SuppC r (P ). When subtracting this value from the support
of its direct ancestor, it provides SuppC r (P ). We therefore
retrieve only those patterns with a growth-rate higher than a
threshold. The computation of SuppE (P ) can be done in a
time complexity proportional to the number of edges in the
graph. Finally, Gr(P, E) can be deduced from SuppE (P ) and
Suppall (P ).

6

P ERFORMANCE S TUDY

We report experimental results to illustrate the interest of
our approach. We start by describing the 4 attributed graphs
we use in our experiments. Then, we provide a performance
study. Qualitative results are given in the next section. All
experiments were performed on a cluster. Nodes are equipped
with 16 processors at 2.5GHz and 16GB of RAM under Linux
operating systems. TopGraphMiner algorithm is implemented
in C.
6.1 Real-World attributed graphs
We considered 4 real-world attributed graphs whose characteristics are given in Table 1:
1) DBLP: This co-authorship graph is built from the DBLP
digital library. Each vertex represents an author who
published at least one paper in one of the major conferences and journals of the Data Mining and Database
communities1 between January 1990 and February 2011.
Each edge links two authors who co-authored at least
one paper (no matter the conference or journal). The
vertex properties are the number of publications in each
of the 29 selected conferences or journals.
2) M OVIES: Each vertex of this graph represents a movie
and an edge exists between two movies if they have an
actor in common2. The vertex attributes are based on
movie ratings from Netflix customers: the number of
ratings, their average and standard deviation values, the
release year of the movie and its number of actors.
3) PATENTS: It is a graph derived from a subset of the
citation graph of U.S. patents granted between January
1963 and December 19993. We selected only patents
of the subcategory “Computer Peripherals”. There are
10 vertex attributes as, e.g., the grant year and the
corresponding number of claims.
4) G ENES: This graph contains gene-gene interactions [30],
that is, each vertex stands for a gene and an edge links
two vertices if they are known to interact during the
1. Conferences: KDD, ICDM, ECML/PKDD, PAKDD, SIAM DM, AAAI,
ICML, IJCAI, IDA, DASFAA, VLDB, CIKM, SIGMOD, PODS, ICDE,
EDBT, ICDT, SAC – Journals: IEEE TKDE, DAMI, IEEE Int. Sys., SIGKDD
Exp., Comm. ACM, IDA J., KAIS, SADM, PVLDB, VLDB J., ACM TKDD.
2. http://www.imdb.com/
3. http://www.nber.org/patents/

biological transcription process. The vertex attributes
associated with each gene are its expression values in
each of 348 biological situations. Those situations are as
many human tissues from several organs that are healthy
or cancerous.
The main characteristics of these graphs are reported in
Table 1. All these properties have a minimum value of 0. Many
of these properties have a standard-deviation greater than their
average, suggesting that they follow power law distributions.
The computation of the topological descriptor values in these
networks take few hours. For instance, the computation of
centrality measures in DBLP, which is the most expensive,
takes around 4 hours. Note that we do not compute N B QC,
S Z QC, and C LUST for the attributed graph PATENTS, since
it is a directed graph and, as such, there are very few dense
quasi-cliques and triangles.
6.2 Performance Study
6.2.1 Comparison with a baseline approach
Since there is no other algorithm that simultaneously computes
up and down co-variations using the same support measure as
in our approach, we first study the performance of TopGraphMiner by comparing it with a baseline approach. It consists
in using the algorithm of [5], which only computes up covariations, after having duplicate and reverse each descriptor.
For instance, the vertex ranked first with respect to the
descriptor D+ is ranked last with respect to D− . Notice that
non-sensible patterns, such as {D+ , D− }, will be discarded
in linear time since their support is 0. Besides, it is necessary
to post-process the output patterns to remove the symmetrical
patterns. This additional step is quadratic in the size of the
output and can be computationnaly expensive. However, for
these experiments we do not take into account the execution
time of this post-processing step.
Figure 3(A) gives the ratio of the execution time of the
baseline approach to the execution time of our approach on the
4 attributed graphs. We can see that for the graphs M OVIES,
PATENTS and G ENES, our approach is at least twice as faster
as the baseline. Besides, the lower the support, the higher this
ratio is. Notice that we were not able to compute topological
patterns for low support values on the graph G ENES, since
there are many vertex attributes. This behavior shows that our
approach is more efficient than the baseline one and that this
efficiency does not only rely on the fact that the number of
descriptors of the graphs is twice as smaller than the one used
by the baseline approach, but also on the pruning capability.
With the DBLP graph, however, the ratio decreases for lower
supports. This can be explained by the fact that there are
many non-frequent topological patterns with negative signs
that are early pruned by the baseline approach. Figure 3(B)
shows the execution time spent by both algorithms with respect
to different numbers of randomly chosen original descriptors
from the M OVIES graph, with minimum support of 20%.
We can observe that our approach outperforms the baseline
one and the gain is more important when the number of
descriptors increases. Figure 3(C) gives the execution time
spent by both algorithms with respect to the number of vertices
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Table 1
Main characteristics of the graphs DBLP, M OVIES, PATENTS, and G ENES.
Attributed graph
#Vertices
#Edges
#Vertex attributes
Density
#Connected Comp.
#Communities
Topo. prop.
Raw degree
D EGREE
C LUST
N B QC
S Z QC
S Z C OM
C LOSE
B ETW
E G V ECT
PAGE R ANK

Max
304
−3

7.3 × 10

1
4.6 × 105
35
9, 342
1
2.6 × 106
0.003
21.53

DBLP
42, 252
210, 320
29
2 × 10−4
577
1016
Mean
9.73
2.4 × 10−4
0.31
2.2 × 102
2.75
40.67
0.024
1.4 × 105
2.36 × 10−5
0.98

Std. Dev.
14.22
3.4 × 10−4
0.29
7.8 × 103
4.83
5 × 102
0.137
5.7 × 105
9.91 × 10−5
0.98

Max
118
2.2 × 10−2
1.57
503
52
1, 563
1
1.6 × 105
8.4 × 10−3
0.59

M OVIES
5, 972
64, 338
5
3.6 × 10−3
33
56
Mean
21.16
4 × 10−3
0.34
2.96
13.87
11.5 × 102
0.010
1.1 × 104
1.6 × 10−4
0.88

(A)

Std. Dev.
19.13
3.5 × 10−3
0.26
19.93
11.35
5.6 × 102
0.099
1.6 × 104
7.5 × 10−4
0.59

Max
186
2.5 × 10−2
–
–
–
8, 178
1
20.2 × 106
11.6 × 10−3
35.98

PATENTS
24, 282
100, 246
10
1.7 × 10−4
67
169
Mean
4.98
3.6 × 10−4
–
–
–
50.9 × 102
0.005
10.8 × 104
4.11 × 10−5
0.93

Std. Dev.
5.47
5.6 × 10−4
–
–
–
25.9 × 102
0.067
40.4 × 104
2.8 × 10−4
0.91

(B)

Max
68
0.04
1.69
22
46
394
1
1.4 × 105
0.021
7.69

G ENES
4, 711
6, 036
348
0.54 × 10−3
11
30
Mean
2.28
1.75 × 10−3
0.06
0.16
0.84
48.73
4 × 10−3
1.4 × 103
2.00 × 10−4
0.31

Std. Dev.
6.66
4.5 × 10−3
0.18
1.26
4.96
93.9
0.06
5.5 × 103
2 × 10−3
0.62

(C)

Figure 3. Comparison w.r.t. a baseline technique: execution time ratio (A), execution time w.r.t. the number of
descriptors (M OVIES, minsup=20%) (B), execution time w.r.t. a replication factor (M OVIES, minsup=20%) (C).

in the attributed graph M OVIES, with minimum support of
20% (the x-axis gives the replication factor). We can notice
that TopGraphMiner is faster than the baseline approach and
this especially as the number of vertices increases. Although
the computation of the support of the patterns is quadratic
in the number of vertices, the execution times do not increase
accordingly due to the use of the range trees. We can therefore
conclude that the results shown in Figure 3(A) are more
influenced by the number of descriptors than that of vertices.
6.2.2 Empirical complexity of TopGraphMiner
Figures 4(A) and 4(B) present, respectively, the execution
time of TopGraphMiner and the number of obtained frequent
patterns according to the minimum support threshold. The
execution time is strongly related to the number of frequent
topological patterns, even if the computation of the support
may impact the execution time when the number of vertices is
high. For example, for minimum supports greater than 60%,
the number of frequent patterns in the graphs M OVIES and
PATENTS is greater than that in DBLP. Nevertheless, the
extraction of the patterns is faster in the former two since
they have fewer vertices than the latter.
Regarding the efficiency of our pruning technique (i.e., the
upper bound on the support), Figure 4(C) gives, for every
minimum support, the ratio of the number of pruned patterns,
thanks to Equation (1), to the number of patterns that, in the
end, turned out to be indeed non-frequent. In other words,
it gives the recall of our pruning technique. It can be seen
from this figure that the technique is very efficient for high

minimum support values on the 4 attributed graphs. In fact,
when the minimum support is higher than 70%, almost all nonfrequent patterns are pruned without computing their exact
support.
However, for lower support values, we observe that the
upper bound is less stringent on M OVIES and PATENTS, while
keeping its performance for the graphs G ENES and DBLP.
This behavior can be explained by the fact that the upper
bound exploits tie values, whose ratio is higher in the latter
two. Let us consider the ratio of tie values defined as
T ies(G) =

P

D∈D

P

u,v∈V 2 u<v D(u)
` ´
|D|. n2

= D(v)

In the 4 real-world attributed graphs, this ratio is:
Graphs
T ies(G)

DBLP
0.8

M OVIES
0.16

PATENTS
0.32

G ENES
0.69

The presence of many tie values in DBLP and G ENES
descriptors may explain the robustness of the upper bound
with respect to the minimum support threshold.
Figure 5 shows the execution time of TopGraphMiner with
and without using the upper bound. To show that the use of the
upper bound is more and more advantageous as the number
of vertices of the graph grows, we plot the execution time of
TopGraphMiner on G ENES graph with respect to a replication
factor. We can observe that the use of the upper bound reduces
the execution time and that this difference increases with the
number of vertices. Note that this difference is lightened by the
use of range trees, which reduce the impact of the computation
of unpromising patterns.
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Figure 4. Execution time (A), number of patterns (B), pruning recall (C) w.r.t. minimum support threshold.
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Figure 5. Impact of the upper bound on the execution time
with respect to a replication factor (G ENES, minsup=40%).
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(B)

Figure 6. Correlation matrix between vertex attributes
(1 to 29) and topological properties (30 to 38) in DBLP
(A). Silhouette plot of the K-means clustering on some
topological patterns (B).

C ASE S TUDIES

We now analyze the effectiveness of our approach on the realworld attributed graphs.
7.1 Tell us where you publish, we tell you how important you are.
We examine the results obtained by TopGraphMiner on the
DBLP attributed graph regarding the following questions:
• Are there any interesting patterns among publications?
• Are there interesting trends between some authors’ publications and topological properties?
• What about IEEE TKDE authors?
Before extracting topological patterns with TopGraphMiner,
we compute correlations between descriptors. The resulting
correlation matrix is reported in Figure 6(A). The vertex
attributes that have a correlation higher than 0.7 are VLDB,
ICDE and SIGMOD. The most correlated topological properties
are, on the one hand, B ETW, D EGREE and PAGE R ANK and, on
the other hand, S Z QC and N B QC. The vertex attributes and the
topological properties that are not correlated with any other
(with a correlation always lower than 0.2) are: SAC, Comm.
of ACM, IEEE Int. Sys., C LOSE and C LUST. These correlation
measures will help us in the interpretation of the following
results.
7.1.1 Topological patterns on conferences and journals
Let us first consider topological patterns among publications
venues. Mining all frequent topological patterns with a support
threshold of 1% takes 68 seconds. The output contains 263
topological patterns, from which 58 (22%) involve negatively

signed attributes. To better understand the type of information
retrieved by these 263 patterns, we performed a clustering
analysis of the topological patterns. We use K-means algorithm
on the 263 × 57 Boolean matrix where the rows correspond to
the patterns and the columns to the signed vertex attributes (2×
29 − 1). We use the cosine distance and employ the silhouette
plot to determine the number of clusters. It suggests 10 clusters
(see Figure 6(B)). The most frequent vertex attributes of each
cluster are shown in Table 2, that is the vertex attributes that
appear in at least in 2/3 of the cluster patterns. We can observe
that the majority of the clusters are homogeneous, referring
either to Data mining or to Database publications. For instance,
Clusters 1, 2, 6, and 9 refer to Data mining publications, while
Clusters 3, 8, and 10 clearly refer to Database publications.
Other clusters are related to a specific conference/journal.
Table 2
Most frequent vertex attributes in clusters of patterns
found in the DBLP attributed graph.
Cluster

# patterns

Cluster

# patterns

Most frequent vertex
attributes

1

32

Most frequent vertex
attributes
SAC− , IJCAI+

6

17

2
3

34
28

CIKM+ ,

7
8

18
24

4

15

AAAI+

9

34

5

15

CommACM+

10

46

KAIS+ ,
SDM+ ,
PAKDD+ , KDD+
+
IEEE TKDE
VLDB+ , VLDBJ+ ,
PVLDB+
ICDM+ , PKDD+ ,
KDD+
ICDE+ , SIGMOD+ ,
TKDE+ , VLDB+

PAKDD+

SIGMOD+

Interestingly, 20 of these patterns contain the attribute
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SAC − together with positively signed attributes. Examples of
such patterns are {SAC− , KDD+ }, {SAC− , ECML/PKDD+},
{SAC− , VLDB+ }, and {SAC− , SIGMOD+ }. This type of

pattern can be explained by the fact that SAC scope is larger
than that of the other selected conferences, which are more
focused either on Database or Data Mining topics. Since the
topics covered by SAC are much more general (e.g., Programming Languages, Geometric Constraints and Reasoning, and
Applied Biometrics), it is not surprising that many authors that
have several publications in SAC conference series have none
or few publications in the Data Mining or Database areas.
7.1.2 Are there interesting trends between author publications and topological properties?
Table 3 reports the most frequent topological pattern (Pall ), the
most emerging pattern (PPAGERANK + ) with respect to PAGE R+
ANK and the most structurally correlated topological pattern
(PE ). Pall is formed by descriptors SAC+ and S Z C OM−. Its
meaning is that SAC authors tend to belong to small communities, that is, these authors are rather isolated in the graph
as illustrated in Figure 7(A), where the top-10 representative
vertices and their direct neighborhoods are displayed. These
vertices have a low degree. As mentioned in Subsection 7.1.1,
the scope of the SAC conference is much wider than Database
and Data mining topics. This makes this pattern sensible and
justifies that (1) this pattern is not much correlated to the graph
structure (Gr(P, E) = 0.21), and (2) its top-5 supporting
vertices are mostly researchers from Software engineering and
Network areas.
Table 3
Top topological patterns in the DBLP attributed graph.
P
Pall

Descriptors
SAC+ , S Z C OM−

PPAGERANK +

ICDE+ ,
D EGREE+ ,
B ETW+ , C LUST−,
N B QC+ , S Z QC+
PVLDB+ ,
D EGREE+ ,
B ETW+

PE

Measures
Suppall = 0.19
Gr(P, E) = 0.21

Top-5 Representative vertices
#1 F. N. Sibai, #2 M. M. Huntbach,
#3 C. Leopold, #4 A. J. Duben, #5
P. Rittgen,
Gr(P, PAGE R ANK+ ) = #1 H. Garcia-Molina, #2 M. Stone253, 933
braker, #3 G. Weikum #4 R.
Gr(P, E) = 4.8
Agrawal, #5 M. J. Franklin,
Suppall = 0.12
Gr(P, E) = 6.9682
#1 G. Weikum, #2 J. Han, #3 D.
Maier #4 P. S. Yu, #5 H. GarciaMolina,

The most structurally correlated topological pattern PE
gathers the descriptors PVLDB+ , D EGREE+ and B ETW+.
PVLDB is at the same time a well-established conference and
journal in the Data mining and Database communities. This
pattern is strongly structurally correlated (Gr(P, E) > 5),
i.e., it tends to be more supported by pairs that are edges
than arbitrary pairs of vertices. Figure 7(C) displays its top-10
representative vertices.
We can also use emerging topological patterns, made
only of topological properties, to compare the relative
importance of conferences and journals. Let us consider PT opo1 = {PAGE R ANK+ , D EGREE+ } and PT opo2 =
{PAGE R ANK+ , B ETW+ }, two such emerging patterns whose
respective growth-rates are Gr(PT opo1 , PAGE R ANK+ ) = 124.69
and Gr(PT opo2 , PAGE R ANK+ ) = 584.46. These emerging patterns reveal which conferences or journals are more related to the topological properties B ETW+ and D EGREE+ . To
that end, for each publication venue C and both emerging patterns PT opo1 and PT opo2 , we compute the ratio
Gr(PT opoi C,PAGER ANK + )
. Table 4(A) gives the top-5 publicaGr(PT opoi ,PAGER ANK + )
tions with respect to this ratio. Surprisingly, we observe
that Data Mining conferences have a higher impact on
the pattern {PAGE R ANK+,D EGREE+}, while Database conferences positively influence the growth-rate of the pattern
{PAGE R ANK+,B ETW+}. Since Data Mining intersects many
other research areas, these results may be explained by the
fact that Data Mining authors may also publish with many
others from different areas, such as Database and Machine
Learning ones. On the other hand, as Database is an older wellestablished research field, Database authors tend to appear at
the center of the graph. For the most impacting publications,
we identify the top-5 representative authors. They are shown
in Table 4(B).
Table 4
Top-5 “impacting” publications in the emergence of
D EGREE+ and B ETW+ w.r.t. PAGE R ANK+ (A) along with
their top-5 authors (B).
(A)
Rank

The computation of emerging patterns with respect to
PAGE R ANK, with a support threshold of 1% and a growth-

rate threshold of 3, takes around 6 hours and produces 4, 313
patterns. The most emerging pattern PPAGERANK + (see Table 3)
contains many topological properties with a positive sign,
except C LUST, which has a negative sign. As we have seen
before, PAGE R ANK is highly correlated with D EGREE and
B ETW. Therefore, it is not surprising that both appear in
the pattern. On the other hand, the presence of the property
C LUST− suggests that the higher the PAGE R ANK of the authors
(and consequently their D EGREE and B ETW), the lower the
connectivity of their co-authors. In other words, authors with
high PAGE R ANK have many co-authors that do not publish
together. This can be observed on Figure 7(B) where the
connectivity between co-authors of the top-10 representative
vertices is low. Those that advise many PhD students can be
seen as typical examples of these authors.

1
2
3
4
5

PT opo1
Publication
ECML/PKDD+
IEEE TKDE+
PAKDD+
DASFAA+
ICDM+

PAGE R ANK+ D EGREE+
ECML/PKDD+
Christos Faloutsos
Jiawei Han
Philip S. Yu
Bing Liu
C. Lee Giles

Factor

PT opo2
Publication
Factor

2.5
PVLDB+
2.28
EDBT+
2.21
VLDB J.+
2.09
SIGMOD+
1.95
ICDE+
(B)
PAGE R ANK+ B ETW+
PVLDB+
Gerhard Weikum
Jiawei Han
David Maier
Philip S. Yu
Hector Garcia-Molina

5.67
5.11
4.35
4.25
3.42

7.1.3 What about the IEEE TKDE authors?
We also look for the emerging patterns with respect to
the attribute IEEE TKDE, with support threshold of 1%
and growth-rate threshold of 3 (their computation takes
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Figure 7. Top 10 vertices supporting Pall (A), PPAGERANK (B) and PE (C) and their connected vertices in DBLP.
around 5 hours). We obtain 745 emerging patterns with
respect to the class IEEE TKDE+. The most emerging pattern is PTKDE = ICDE+ , VLDB+ , B ETW+ , PAGE R ANK+ , with
Gr(PTKDE , TKDE+ ) = 11.75. This pattern indicates that authors
publishing in IEEE TKDE journal tend also to publish papers in
the conferences ICDE and VLDB. B ETW+ suggests that these
authors are located at the center of the co-authorship graph,
while PAGE R ANK+ means that they co-authored papers with
other researchers that also appear at the center of the graph.
It is important to observe that this pattern is also highly structurally correlated (Gr(PTKDE , E) = 6.5758). Furthermore,
this pattern is sensible since it is supported by well-established
researchers in the Database community: Christos Faloutsos,
Jiawei Han, Philip S. Yu, Beng Chin Ooi, and Hector GarciaMolina are its top-5 representative authors.

graph (lower PAGE R ANK): they are more independent films
without well-known actors. Note that all the supporting movies
of this pattern have a degree of 0. Finally, pattern P4 suggests
that older movies are better rated. This can be due to the fact
that the ratings were given between 1998 and 2005. Therefore,
Netflix users tend to rate only non-contemporary movies they
like and to forget those they did not like over time.
Table 6 shows the most emerging topological pattern with
respect to the PAGE R ANK and the most structurally correlated
pattern. Pattern PPAGERANK gathers descriptors NB ACTORS+
Table 6
Top topological patterns in M OVIES.
P
PPAGERANK +

7.2 Do we only appreciate blockbusters?
Let us now consider the real-world attributed graph M OVIES.
Table 5 shows the 4 most frequent topological patterns (with
at least 2 descriptors) with their top-5 representative movies.
Pattern P1 suggests that Netflix users tend to rate movies
Table 5
Patterns found in M OVIES and their top-5 movies.
P
P1
P2

Descriptors
AVG RATING+
NB RATINGS+
NB RATINGS+

Measures
Suppall = 0.7
Gr(P, E) = 1.05

P3

STD RATING+
PAGE R ANK−

Suppall = 0.6
Gr(P, E) = 0.87
Suppall = 0.58
Gr(P, E) = 0.89

P4

YEAR+
AVG RATING−

Suppall = 0.57
Gr(P, E) = 0.94

C LOSE+

Top-5 movies
#1 The Green Mile, #2 Forrest Gump, #3 The Sixth
Sense, #4 Indiana Jones and the Last Crusade,
#5 Gladiator
#1 The Rock, #2 Fahrenheit 9/11, #3 The Godfather,
#4 Enemy of the State, #5 Men of Honor
#1 There’s no Business Like Show Business,
#2 Michael Moore Hates America, #3 Digimon: The
Movie, #4 Blown Away, #5 Benjamin Smoke
#1 Day of the Dead 2: Contagium, #2 raging sharks,
#3 My Big Phat Hip Hop Family, #4 The Fallen Ones,
#5 Last Days

they like. Its top-10 representative movies are connected (see
Figure 8(A)), which indicates they have at least one actor in
common. The second pattern P2 reveals that many users tend
to rate movies located at the center of the graph, that is, movies
with “major” actors (e.g., R. de Niro, S. Connery, T. Hanks,
B. Willis, H. Ford, etc.). Therefore, the supporting vertices of
this pattern is made of major blockbusters (see Figure 8(B)).
Pattern P3 indicates that controversial movies (those with a
high rating standard deviation) tend to be isolated within the

PE

Descriptors
NB ACTORS+
STD RATING−
NB RATINGS+
D EGREE+
C LOSE+
B ETW+
E G V ECT+
+
N B QC
S Z QC+
S Z C OM+
YEAR+ ,
E G V ECT+,
PAGE R ANK+,

B ETW+ ,
C LUST−

Measures
Suppall = 0.052
Gr(P, PAGE R ANK+ ) =
11, 789
Gr(P, E) = 0.32

Top-5 movies
#1 The Godfather,
#2 Crimson Tide,
#3 The Untouchables,
#4 The Hunt for
Red October,
#5 Apollo 13,

Suppall = 0.05
Gr(P, E) = 2.78

#1 Catch me if you can,
#2 True Crime,
#3 Batman Begins,
#4 The Quiet American,
#5 Scenes of the Crime,

and all the centrality measures, plus STD RATING− and
+
NB RATINGS . As the edges of M OVIES encode the fact that
two movies share at least one actor, it is not surprising
that this pattern associates NB ACTORS+ with all centrality
measures. Furthermore, the attribute STD RATING− indicates
that the representative movies of this pattern are consensual.
The most structurally correlated topological pattern PE
reveals that recent movies (YEAR+) tend to play a central
role within the graph (B ETW+, E G V ECT+, PAGE R ANK+) and
their neighbors tend to be not connected (C LUST− ), since it is
not common that several movies share the same casting. The
projection of its top-10 representative vertices on the graph is
given in Figure 8(C).
7.3 How do patents cite each other?
We now present some topological patterns found in PATENTS.
Table 7 shows the 4 most frequent patterns that involve vertex
attributes and topological properties. The companies associated with the top-5 representative vertices of these patterns
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Figure 8. Top 10 vertices supporting P1 (A), P2 (B), and PE (C) and their connected vertices in M OVIES.
are also shown. For the pattern P1 , all 5 representatives belong
to the same company Canon Kabushiki Kaisha. For the other
patterns, at least 2 of the top-5 representative patents belong
to the same company.

to a wide range of fields. PE discloses the fact that the
more recent a patent is, the higher the number of citations to
previously granted patents, whereas it tends to be not cited and
consequently its PAGE R ANK tends to be low (see Figure 9(C)).

Table 7
Frequent patterns in PATENTS with the associated
companies of their top-5 patents.

7.4 Are topological patterns in G ENES relevant with
respect to prior knowledge?

P
P1
P2
P3
P4

Descriptors

Measures
INNER DEGREE+ , Suppall = 0.62
+
PAGE R ANK
Gr(P, E) = 1.82
OUTER DEGREE+ , Suppall = 0.59
PAGE R ANK+
Gr(P, E) = 0.82
GRAND YEAR+ ,
Suppall = 0.52
PAGE R ANK−
Gr(P, E) = 1.28
NB CLAIMS +,
PAGE R ANK+

Suppall = 0.51
Gr(P, E) = 1.01

Companies associated with the Top-5 patents
#1 Canon Kabushiki Kaisha
#1 Hewlett-Packard Company, #2 Colorado Microdisplay
#1 Nippondenso Co., #2 Canon Kabushiki
Kaisha #3 Sony Co., #4 Intel Co., #4 Ricoh
Company
#1 Canon Kabushiki Kaisha, #2 National Instruments #3 VPL Research Inc., #4 Xerox Co.

Patterns P1 and P2 are sensible since to have a high
PAGE R ANK value, a vertex must have high inner or outer degree

(see Figure 9(A) and (B)). P3 means that “the younger the
patents, the lower the PAGE R ANK”. This knowledge nugget
is meaningful as older patents are more widely cited than
younger ones. All its top-10 representative patents have a
degree of 0. P4 reveals that the higher the number of claims,
the higher the PAGE R ANK of the patent. This can be explained
by the fact that the claims of the patents may refer to many
previously granted patents.
Table 8
Top topological patterns in PATENTS.
P
PPAGERANK +

PE

Descriptors
INNER DEGREE+ ,
GENERAL+ ,
C LOSE+, B ETW+ ,
PAGE R ANK+
GRAND YEAR+ ,
OUTER DEGREE+ ,
INNER DEGREE− ,
PAGE R ANK−

Measures
Suppall
= 0.02
Gr(P, E) = 1094.08

Top-5 companies
#1 VISUA #2 University of Pittsburgh #3 Sony #4 CADWARE #5
TALIGENT

Suppall
= 0.03
Gr(P, E) = 7.47

#1 Immersion Corp., #2 MIT, #3
Immersion Human Interface Corp.,
#4 Fed Corp., #5 Time Warner Entertainement,

The most emerging topological pattern with respect to
PAGE R ANK indicates that the more generic a patent is, the more
its location tends to be central in the graph (see Table 8). The
vertex attribute named G ENERAL is related to the number of
times the patent is cited by subsequent patents that belong

To validate our approach using the attributed graph G ENES,
we analyze 4 specific patterns given in Table 9, along with
their corresponding measures. Each pattern is composed of two
vertex attributes. The first attribute is a biological situation that
corresponds to a healthy tissue: normal pancreas (P1 and P2 )
or normal colon (P3 and P4 ). The second attribute is a biological situation that corresponds to the same but cancerous tissue
(adenocarcinoma for P1 and P3 , and carcinoma for P2 and
P4 ). Moreover, the first attribute is negatively signed, whereas
the second one is positively signed. So, the most representative
genes of these patterns are those that are inhibited in a normal
tissue but are over-expressed in a cancerous one.
To verify whether the given patterns are sensible, we study
their supporting genes. More precisely, for each pattern, we
consider the ranks achieved by some of their supporting genes
known to be involved in pancreatic and colon cancer. We
compute the normalized average ranks of two specific sets
of genes known to be over-expressed in pancreatic cancer
(HLA-DRB4, PPAPDC1B, THBS1) [6] and also in colon cancer
(ANXA1, GJB2, PSMC5, RPS7) [26]. The lower the ranks
achieved by such genes, the more representative they are.
Table 9
Four specific patterns in G ENES.
P

Pattern

Measures

PANCREAS
AVG RANK

COLON
AVG RANK

P1

PANCREAS NORMAL−
PANCREAS ADENOCARCINOMA+
PANCREAS NORMAL−
PANCREAS CARCINOMA+
C OLON NORMAL−
C OLON ADENOCARCINOMA+
C OLON NORMAL−
C OLON CARCINOMA+

Suppall = 0.0125
Gr(P, E) = 1.877
Suppall = 0.0097
Gr(P, E) = 1.941
Suppall = 0.0162
Gr(P, E) = 1.586
Suppall = 0.0133
Gr(P, E) = 1.050

0.378

0.308

0.510

0.183

0.821

0.230

0.806

0.306

P2
P3
P4

The computed average ranks are given in the 4th and 5th
columns of Table 9. As can be observed from the 4th column,
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Figure 9. Top 10 vertices supporting P1 (A), P2 (B), and PE (C) and their connected vertices of PATENTS.
the genes defined as associated with pancreatic cancer in [6]
indeed highly support the patterns related to pancreatic tissue,
P1 and P2 . On average, they are ranked above the first half
of the ranks. We can also observe that the same genes are
not the most representative of the patterns related to colon
cancer (P3 and P4 ), since they achieved high average ranks
for these patterns (above 0.8). From the 5th column of the
same table, we can observe that the genes identified in [26]
as associated with colon cancer are not only related to this
type of cancer, but also to pancreatic cancer, as they have low
average ranks for all 4 patterns. This is exactly what is claimed
in [26]: “the genes ANXA1, GJB2, RPS7 were ALSO identified as
metastasis-specific of pancreatic metastatic tumor cells versus
their nonmetastatic counterparts”. Finally, all patterns are
positively correlated to the graph structure, which means that
they are more supported by pairs of genes that are known to
interact than arbitrary gene pairs.

8 R ELATED WORK
Graph mining is an active topic in Data Mining. In the
literature, there exist two main trends to analyze graphs. On
the one hand, graphs are studied at a macroscopic level by
considering statistical graph properties (e.g., diameter, degree
distribution) [2], [7]. On the other hand, sophisticated graph
properties are discovered by using a local pattern mining
approach. Recent approaches mine attributed graphs which
convey more information. In such graphs, information is
locally available on vertices by means of attribute values. As
argued by Moser et al. [23], “often features and edges contain
complementary information, i.e., neither the relationships can
be derived from the feature vectors nor vice versa”.
Attributed graphs are extensively studied by means of
clustering techniques (see e.g., [1], [8], [13], [15], [20], [33])
whereas pattern mining techniques in such graphs have been
less investigated. The pioneering work [23] proposes a method
to find dense homogeneous subgraphs (i.e., subgraphs whose
vertices share a large set of attributes). Similar to this work,
Günnemann et al. [14] propose a method based on subspace
clustering and dense subgraph mining to extract non redundant subgraphs that are homogenous with respect to vertex
attributes. Silva et al. [29] extract pairs of dense subgraphs

and Boolean attribute sets such that the Boolean attributes
are strongly associated with the dense subgraphs. In [24], the
authors propose the task of finding the collections of homogeneous k-clique percolated components (i.e., components made
of overlapping cliques sharing a common set of true valued
attributes) in Boolean attributed graphs. Another approach is
presented in [19], where a larger neighborhood is considered.
This pattern type relies on a relaxation of the accurate structure
constraint on subgraphs. Roughly speaking, they propose a
probabilistic approach to both construct the neighborhood of
a vertex and propagate information into this neighborhood.
Following the same motivation, Sese et al. [27] extract (not
necessarily dense) subgraph with common itemsets.
Note that these approaches use a single type of topological information based on the neighborhood of the vertices.
Furthermore, they do not handle numerical attributes as in
our proposal. However, global statistical analysis [11] of a
single graph considers several measures to describe the graph
topology, but does not benefit from vertex attributes. Besides,
current local pattern mining techniques on attributed graphs do
not consider numerical attributes nor macroscopic topological
properties. To the best of our knowledge, our paper represents
a first attempt to combine both microscopic and macroscopic
analysis on graphs by means of (emerging) topological pattern
mining. Indeed, several approaches aim at building global
models from local patterns [12], but none of them tries to
combine information from different graph granularity levels.
Co-variation patterns are also known as gradual patterns [9]
or rank-correlated itemsets [5]. Do et al. [9] use a support measure based on the length of the longest path between ordered
objects. This measure has some drawbacks w.r.t. computational
and semantics aspects. Calders et al. [5] introduce a support
measure based on the Kendall’s τ statistical measure. However,
their approach is not defined to simultaneously discover up
and down co-variation patterns as does our approach. Another
novelty of our work is the definition of other interestingness
measures to capture emerging co-variations. Finally, this work
is also the first attempt to use co-variation pattern mining in
attributed graphs.
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C ONCLUSION

AND

F UTURE D IRECTIONS

We propose TopGraphMiner, an algorithm that supports network analysis by finding regularities among vertex topological
properties and attributes. It mines frequent topological patterns
as up and down co-variations involving both attributes and
topological properties of graph vertices. In addition, we define
two interestingness measures to capture the significance of
a pattern with respect to either a given descriptor, or the
relationship encoded by the graph edges. Furthermore, by
identifying the top k representative vertices of a topological
pattern, we support a better interaction with end-users. Experimental results illustrate the added value of our approach.
In particular, we report on four real-world case studies: a coauthorship graph built from the DBLP digital library, a graph
derived from movies’ characteristics, a citation graph of U.S.
patents, and a protein-protein interaction graph. These case
studies show the capability of TopGraphMiner to discover
sensible patterns. Our work opens several perspectives. A
short-term perspective would be to extend our framework to
take into account the information conveyed by categorical
vertex descriptors. Another interesting perspective would be
to adapt the topological pattern mining approach to dynamic
graphs by, for instance, identifying unexpected topological
patterns over time.
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others describe the connectivity of a vertex by considering
its relationship with all other vertices (e.g., the centrality
measures). Combining such microscopic and macroscopic
properties characterizes the connectivity of the vertices and
it may be a sound basis to explain why some vertices
have similar attribute values. Such topological properties and
vertex attributes are mostly of numerical or ordinal types
and their similarity can be captured by quantifying their covariation. Such co-variation indicates how a set of vertex
descriptors tend to monotonically increase or decrease all
together. We have recently proposed to mine rank-correlated
sets over graph descriptors by extracting topological patterns
deﬁned as a set of vertex properties and attributes that
strongly co-vary over the vertices of the graph [6]. We
introduced several interestingness measures of topological
patterns that differ by the pairs of vertices that are considered while evaluating up and down co-variations between
descriptors: (1) Considering all the vertex pairs enables to
ﬁnd patterns that are true all over the graph; (2) Examining
the vertex pairs that are connected in the graph makes it
possible to identify patterns that are structurally correlated
to the relationship encoded by the graph. We have also
designed an operator that identiﬁes the top k representative
vertices of a topological pattern. As a result, we deﬁned
the TopGraphMiner algorithm to discover the topological
patterns and their related top k representative vertices [6].
Considering only algorithmic issues, this appears as an
extension of the method proposed in [7],
Like for most of the pattern mining techniques, the tedious
interpretation phase by the end-user needs for many interactions with both the computed patterns (e.g., collections
of topological patterns) and the data (e.g., large attributed
graphs). Indeed, we should never forget that pattern detection
is just one of the steps towards knowledge discovery: our
goal is to disseminate the TopGraphMiner method among
practitionners and it crucially needs for sophisticated postprocessing techniques. In this ICDM 2012 demo session,
we propose TopGraphVisualizer. It is a system that enables
to navigate among the patterns computed by means of
TopGraphMiner. Two ways of exploration are proposed.
First, the end-user can navigate among the patterns. Some
operators enable to rank the patterns according to different
interestingness measures or enable select some of them given
a speciﬁed property. A more original feature concerns the
exploration based on the top k vertices that are ranked with

Abstract—We propose TopGraphVisualizer, a tool to support
the discovery of relevant topological patterns in attributed
graphs. It relies on a new pattern detection method that crucially needs for sophisticated postprocessing and visualization.
A topological pattern is deﬁned as a set of vertex attributes
and topological properties (i.e., properties that characterize the
role of a vertex within a graph) that strongly co-vary over the
vertices of the graph. For instance, such a pattern in a coauthorship attributed graph where vertices represent authors,
edges encode coauthorship, and vertex attributes reveal the
number of publications in several journals, could be “the
higher the number of publications in IEEE ICDM, the higher
the closeness centrality of the vertex within the graph”. Two
different ways of navigation through the topological patterns
and the related graph data are provided to the end-user.
We exploit graph visualization and exploration techniques
from the open platform Gephi. As an illustrative scenario,
we consider a co-autorship attributed graph built from DBLP
digital library and a video has been produced that describe
the main possibilities of the TopGraphVisualizer software.
Keywords-Topological patterns, attributed graphs, structural
correlation.

I. I NTRODUCTION
Graphs are powerful models of real-world phenomena
where vertices represent entities and edges represent their
interactions. In real-life graphs, entities are often described
by one or more attributes that constitute the attribute vectors
associated with the vertices. Existing methods that support
the discovery of local patterns in graphs mainly focus on the
topological structure of the patterns, by extracting speciﬁc
subgraphs while ignoring the vertex properties (e.g., cliques,
quasi-cliques [1]), or by computing frequent relationships
between vertex attribute values (frequent subgraphs in a
collection of graphs or in a single graph [2]), while ignoring
the topological status of the vertices within the whole
graph, e.g., the vertex connectivity or centrality. The same
limitation holds for the methods proposed in [3], [4] and
[5], which identify sets of vertices that share local attributes
and that are close neighbors. Such approaches only focus
on a local neighborhood of the vertices and do not consider
the connectivity of the vertex in the whole graph. We aim at
discovering relevant patterns that integrate information about
the connectivity of the vertices and their attribute values.
For us, the connectivity of each vertex is described by
topological properties that quantify its topological status in
the graph. Some of these properties are based on the close
neighborhood of the vertices (e.g., the vertex degree), while
978-0-7695-4925-5/12 $26.00 © 2012 IEEE
DOI 10.1109/ICDMW.2012.38
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respect to the number of computed patterns they are representative. For any selected vertex, an operator enables to
directly retrieve all topological patterns in which the vertex
is representative. Finally, selected patterns can be visualized
thanks to Gephi which is an interactive visualization and
exploration platform [8].

pairs constitutes the so-called support of the pattern. This
measure can be seen as a generalization of the Kendall’s τ
measure.
Deﬁnition 1 (Suppall ): The support of a topological pattern P over all possible pairs of vertices
is:
s

II. P ROBLEM D EFINITION

where sj denotes < when sj is equal to +, and sj denotes
> when sj is equal to −.
This gives the number of vertex pairs (u, v) such that u is
strictly lower than v on all descriptors with sign +, and u
is strictly higher than v on descriptors with sign −.

|{(u,v)∈V 2 | ∀Dj ∈P :Dj (u)sj Dj (v)}|
j

Suppall (P ) =

A. Topological vertex properties
The input of our mining task is a non-directed attributed
graph G = (V, E, L), where V is a set of n vertices, E a
set of m edges, and L = {l1 , . . . , lp } a set of p attributes
associated with each vertex of V . We assume here that they
are numerical or ordinal. Important properties of the vertices
are also encoded by the edges of the graph that describe
inter-relations between vertices. This relation enables to
compute some topological properties that summarize the role
played by each vertex within the graph. These properties
range from a microscopic level (i.e., those that describe a
vertex based on its direct neighborhood) to a macroscopic
level (i.e., those that characterize a vertex by considering its
relationship to all other vertices). Statistical distributions of
these properties can be used as vertex descriptors:

(n2 )

C. Emerging patterns w.r.t. the graph structure
Given a topological pattern P , Suppall (P ) considers all
possible of vertex pairs and thus does not take into account
the graph structure. To measure if the graph structure plays
an important role in the support of P , a similar support
measure based on pairs that belongs to the set of edges E
is CE = {(u, v) ∈ V 2 | {u, v} ∈ E}. The graph support of
P can now be deﬁned.
Deﬁnition 2 (SuppE ): The support of a topological pattern P over the pairs of vertices that
are linked in G is:
s
j

SuppE (P ) =

Microscopic properties of a vertex v
Degree centrality (denoted D EGREE),
Clustering coefﬁcient (C LUST),
Number of γ-quasi cliques involving v (N B QC),
Size of the largest γ-quasi-cliques involving v (S Z QC).
Macroscopic properties of a vertex v
Size of the community involving v (S Z C OM),
Closeness centrality (C LOSE),
Betweenness centrality (B ETW),
Eigenvector centrality (E G V ECT),
Pagerank index (PAGE R ANK).

2|{(u,v)∈CE | ∀Dj ∈P :Dj (u)sj Dj (v)}|
|CE |

The maximum value of the numerator is |C2E | since: (1)
if (u, v) ∈ CE then (v, u) ∈ CE , and (2) it is not possible
s
that ∀Dj j ∈ P , Dj (u) sj Dj (v) and Dj (v) sj Dj (u) at
the same time. The support of P over the pairs of vertices
that do not belong to CE is denoted SuppE (P ).
These measures allow to evaluate the impact of E on the
support of P . We use a growth rate of the support of P over
the partition of vertex pairs {CE , CE }:

Such properties characterize the graph relationship encoded by E. These properties, along with the set of vertex
attributes L, constitute the set of vertex descriptors D.

Gr(P, E) =

SuppE (P )
.
SuppE (P )

Gr(P, E) enables to assess the impact of the graph
structure on the pattern. Therefore, if Gr(P, E)  1, P
is said to be structurally correlated. If Gr(P, E)  1, the
graph structure tends to inhibit the support of P .

B. Topological patterns over the whole graph
Let us now consider a topological pattern as a set of vertex
attributes and topological properties that behave similarly
over a large part of the graph vertices. Since targeted
topological properties and vertex attributes are of numerical
or ordinal type, we propose to capture their similarity by
quantifying their co-variation over the graph vertices. A
topological pattern P is deﬁned as {D1 s1 , · · · , D s } where
Dj is a vertex descriptor from the set of all descriptors
D and sj ∈ {+, −} is its co-variation sign. For instance,
the trend “the more papers in IEEE ICDM, the higher the
Pagerank” is represented by the topological pattern {ICDM+ ,
PAGE R ANK+ }.
Several signed vertex descriptors co-vary if the orders
induced by each of them on the set of vertices are consistent.
This consistency is evaluated by the number of vertex pairs
ordered the same way by all descriptors. The number of such

D. Top k representative vertices
The user may be interested in identifying the vertices that
are the most representative of a given topological pattern,
thus enabling the projection of the patterns back into the
graph. For example, the representative vertices of the pattern
{ICDM+ , B ETW− } would be researchers with a relatively
large number of IEEE ICDM papers and a low betweenness
centrality measure. Assume S(P ) denotes the set of vertex
pairs (u, v) that constitutes the support of a topological
pattern P :
s

S(P ) = {(u, v) ∈ V 2 | ∀Dj j ∈ P : Dj (u) sj Dj (v)}

which forms, with V , a directed graph GP = (V, S(P )).
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GP is transitive and acyclic: it admits a topological
ordering of its vertices, which is, in the general case, not
unique. The top k representative vertices of a pattern P
are the k last vertices with respect to this ordering of V .
Considering that an arc (u, v) ∈ S(P ) is such that v
dominates u on P , this vertex set contains the most dominant
vertices on P . The top k representative vertices of P can be
easily identiﬁed by ordering the vertices by their incoming
degree.
III. D ESCRIPTION OF THE SYSTEM
In [6], we have proposed the TopGraphMiner algorithm
that enables to discover topological patterns considering and
pushing several interestingness measures. We present here
TopGraphVisualizer to support the discovery of relevant
topological patterns in attributed graphs. TopGraphVisualizer, which is implemented in Java (JSE7), aims at providing
to the end-user a set of operators to supply the navigation
through the TopGraphMiner’s output.
We propose two ways of navigation for identifying the
patterns of interest. The end-user can navigate through the
topological patterns either by directly applying operators on
the patterns or by considering the representative vertices.

Figure 2: Representative-based navigation interface
B. Representative-based navigation
The navigation through the TopGraphMiner’s output can
be based on the top k vertices that are ranked with respect
to the number of patterns they are representative. Then, for
any selected vertex v, an operator enables to the end-user to
directly retrieve all topological patterns whose set of top k
representative vertices contains v as illustrated in Figure 3.

A. Pattern-based navigation
For the end-user, the most natural navigation through
TopGraphMiner’s output is to apply some operators over
the topological patterns themselves. TopGraphVisualizer,
illustrated in Figure 1, supports the following functionalities:
Pattern ranking: Topological patterns can be sorted
with respect to any interestingness measure (e.g.,
Suppall (P ), SuppE (P ) and Gr(E, P )) in ascending
order or descending order.
Attribute selection: The end-user can select only patterns
containing a set of signed or unsigned attributes.
Vertex selection: The end-user can make a restriction of the
topological patterns to those containing a speciﬁed vertex
among their top k representatives vertices (see Figure 2).

Figure 3: Pattern visualization with Gephi platform [8]
C. Pattern visualization
Finally, a selected topological pattern can be projected
into the graph. To offer to the end-user a large set of features
for interactive visualization and exploration of the topological pattern into the attributed graph, we made the choice
to use Gephi an existing open visualization platform for
all kinds of graphs [8]. Gephi supports graph visualization,
structure, shape, and colors manipulations to reveal hidden
properties.
We thus export the projected attributed graph to Gephi
format. Two kinds of export are proposed. The ﬁrst one
only consider representative vertices and their neighbours
and only edges involving a representative vertex. The second
kind of export returns the attributed graph induced by the

Figure 1: Pattern-based navigation interface
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among the authors that are representative and visualize the
patterns they are involved in and their projection into the
graph.

set of representative vertices and their neighbours. We also
apply some state-of-the-art layout algorithms enhancing the
visualization of the graph. The end-user can take beneﬁt
from the other functionalities of Gephi to analyse the selected topological pattern.

V. C ONCLUSION
We propose TopGraphVisualizer, a tool to support the discovery of relevant topological patterns in attributed graphs.
Two different ways of navigation through the topological
patterns are provided to the end-user. We take beneﬁt from
the graph visualization and exploration techniques available
in the open platform Gephi. As illustrative scenario, we
consider a co-authorship attributed graph built from DBLP
digital library.

IV. I LLUSTRATIVE S CENARIO
We give a demonstration of the capabilities of our tool
using a co-authorship graph built from the DBLP digital
library. Each vertex represents an author who published at
least one paper in one of the major conferences and journals
of the Data Mining and Database communities between
January 1990 and February 2011. Each edge links two
authors who co-authored at least one paper (no matter the
conference or journal). The vertex properties are the number
of publications in each of the 29 selected conferences or
journals given in Table I. We also consider 9 topological
properties (see Table I). The main characteristics of the
attributed graph are given in Table II.
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Abstract Many datasets can be encoded as graphs with sets of labels associated with the
vertices. We consider this kind of graphs and we propose to look for patterns called maximal
homogeneous clique sets, where such a pattern is a subgraph that is structured in several
large cliques and where all vertices share enough labels. We present an algorithm based on
graph enumeration to compute all patterns satisfying user-defined constraints on the number
of separated cliques, on the size of these cliques, and on the number of labels shared by all
the vertices. Our approach is tested on real datasets based on a social network of scientific
collaborations and on a biological network of protein–protein interactions. The experiments
show that the patterns are useful to exhibit subgraphs organized in several core modules of
interactions. Performances are reported on real data and also on synthetic ones, showing that
the approach can be applied on different kinds of large datasets.
Keywords Graph mining · Interaction network · Attributed graph · Clique set ·
Homogeneous cliques · Scientific collaborations · Protein interactions · Gene expression
1 Introduction
Many datasets can be studied with graph analysis methods using vertices to represent entities
and edges to represent relationships between these entities. The World Wide Web, communication networks, protein interaction networks, social networks are typical examples of
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Fig. 1 Interacting people and their musical preferences

such data. Since they are widely available and because of a strong need for their analysis,
the mining of graphs to explore such datasets has become an active domain in the research
community.
The earliest results on graph analysis have been obtained using mostly topological
attributes (e.g., diameter, clustering coefficient, and number of connected components) and
partitioning techniques, see for instance [9] for a survey. The development of these families
of works is still an active area, especially to face the constantly increasing size of the graphs
to analyze, e.g., Kang et al. [17].
During the past decade, there has been a growing research interest in a different kind of
approaches based on more local patterns/regularities in the graphs. Examples of such works
are the computation of dense subgraphs (cliques, quasi-cliques), e.g., [23,33], the extraction
of frequent subgraphs in a large graph, e.g., [6,8,20], or in collections of graphs, e.g., [16,36],
and also the search for temporal patterns in dynamic graphs, e.g., [21,29].
Recent contributions have shown that using additional information associated with the
vertices can be of great interest, as for instance in [13,18,26,32,37,38]. These works have
proposed new methods to extend clustering approaches and dense subgraphs mining, to
handle graphs where vertices are enriched by attributes (e.g., Boolean attributes, sets of labels,
and discrete feature vectors). A typical example of such graph is given in Fig. 1, where the
vertices represent people, the edges correspond to known interactions between them and sets
of labels have been added to denote their musical preferences. In this paper, we propose to
mine this kind of datasets to find interactions organized in several groups of vertices sharing
the same labels. A pattern is here a subgraph that is structured around several core groups
(more than one) of densely connected vertices, and such that all these vertices are similar with
respect to their labels. More precisely, a pattern is a set of cliques satisfying constraints on the
minimum number of separated cliques it contains, on the minimum size of these cliques and
on the minimum number of labels shared by all vertices. We call such a pattern a Maximal
Homogeneous Clique Set. If we search for this kind of patterns in the dataset of Fig. 1 under the
constraints containing at least 2 separated cliques of size at least 4, and composed of vertices
sharing at least 2 labels, we have the pattern depicted Fig. 2. This pattern shows that we have
a subgraph of people (vertices {A, B, C, D, E, G, H, M, N , O, P, Q, R}) interested in rock
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Fig. 2 A pattern (solid edges and vertices) and the rest of the graph (dashed edges and vertices)

and folk musics and structured by two main groups of at least 4 interacting people, i.e., cliques
{N , O, P, Q, R} and {A, B, C, D}. Knowing such structures can be very useful to analyze
the interaction network, to support its development, or for a newcomer to choose some groups
with which to interact. Looking for subgraphs of people sharing the same interest can also
reveal the local role of some vertices. For instance, in the previous pattern, among the people
interested in rock and folk musics, vertex M belongs to the only path connecting the two
main groups. And notice that this would not be pointed out by standard centrality measures
over the dataset since in the whole graph, many other paths connect these two groups.
In this paper, we defined the maximal homogeneous clique sets (MHCSs) and propose
an algorithm to extract them using dedicated pruning strategies. We proof the safety of
the pruning and the correctness of the algorithm. We show that structures corresponding to
MHCSs exist in real datasets of two different kinds (bibliographic data and biological data)
and can be easily interpreted. Furthermore, the running times of experiments on graphs with
more than 400,000 vertices show that the approach can be used on reasonably large real
graphs. In addition, we also study the scalability of our algorithm with regard to different
graph characteristics on synthetic datasets.
The rest of the paper is organized as follows. Section 2 introduces the definitions of the
patterns and a correct algorithm for discovering them is given in Sect. 3. The experiments are
reported in Sect. 4 and the related work is discussed in Sect. 5. Section 6 briefly concludes.

2 Maximal homogeneous clique set
In this section, we define the dataset, that is, simply a graph with multiple labels associated
with each vertex, and introduce the patterns called maximal homogeneous clique sets to be
mined in these data. Informally, each pattern is a set of cliques, satisfying three constraints:
(1) all vertices in the pattern have enough labels in common to ensure their homogeneity;
(2) the pattern contains several large cliques, called core cliques (the others can be small and
even reduced to singleton cliques); (3) the cliques in the pattern are separated (two cliques
in the pattern cannot be merge trivially to form another clique).
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Fig. 3 Toy dataset

Definition 1 (Dataset). Let L be a set of labels. A dataset is a pair G , f , where G = V , E 
is a simple undirected graph (vertices V and edges E ), and f is a total function f : V → 2L
associating a set of labels to each vertex.
We denote G [V  ] the subgraph of G induced by the set of vertices V  , i.e., G restricted to
the vertices in V  . A set C of vertices from V is called a clique in G if the subgraph G [C] is
complete. A maximal clique in G is a clique which is not a proper subset of any other clique
in G . The set of all cliques (resp. maximal cliques) in G is denoted C (G ) (resp. Cmax (G )).
Definition 2 (Homogeneous clique set). Let α, β, and κ be three strictly positive integers, a
Homogeneous Clique Set (HCS) in dataset G , f  is a set M of cliques {C1 , . . . , Cn } ⊆ C (G )
clique
sep are satisfied:
such that the three following constraints Clab
α , Cκ,β , and C





– Clab
α :
C∈M ( v∈C f (v)) ≥ α, i.e., the vertices share at least α labels;
clique
– Cκ,β : |{C ∈ M| |C| ≥ β}| ≥ κ, i.e., M contains at least κ cliques of size at least β;

– Csep : M = Cmax (G [ C∈M ]), i.e., the cliques in M are maximal in the subgraph induced
by all the vertices appearing in M. This ensure that the cliques in M are separated in the
sense that the union of two cliques in M is not a clique itself.1
Let us give an example of a HCS and illustrate the interest of these constraints using the
toy dataset presented Fig. 3.
Example 1 (Homogeneous clique set). Consider the set of cliques P = {ABC D, D E F}.2
It satisfies the constraint Clab
2 since all vertices are associated with labels l1 and l4 . It also
clique
satisfies C2,3 as the set contains two cliques with at least three vertices. Finally, as these
cliques are maximal in the subgraph induced by the vertices in {A, B, C, D, E, F}, then P
also satisfies Csep , and thus is a HCS. Note that since the cliques can overlap, vertex D is in
two cliques.
Example 2 (Constraint Clab
α ) As the set of cliques {ABC D, D E F, G H I } is built on vertices
lab
associated with label l4 , then this set satisfies Clab
1 . More stringent constraints Cα can be
used to focus on sets of cliques that are more homogeneous, i.e., that share more labels. For
instance, the set of cliques {D E F, G H I } satisfies Clab
3 as all vertices are associated with
labels l3 , l4 , and l5 , while this constraint is not satisfied by {ABC D, D E F, G H I }.
1 However, this does not require that cliques in M are maximal cliques in the whole graph G.
2 For sake of simplicity in the examples, a clique is simply denoted by a sequence of letters representing the

clique vertices.
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clique

Example 3 (Constraint Cκ,β

). The vertices A, B, C, H , and J share label l6 . Using these
clique

vertices, we can build the HCS {ABC, H, J } satisfying C1,3 . Note that the constraint
allows cliques with less than β vertices (even trivial cliques of size 1) to be part of a pattern
as long as it contains at least κ cliques with β vertices. The κ cliques of size at least β have
a straightforward interest as forming the core part of the pattern (large groups of strongly
connected vertices). The cliques of size less than β are kept in the pattern since they point
out vertices sharing the same labels but being more isolated, and this is also a useful piece of
information as shown in the experiments3 (Sect. 4). On the dataset of Fig. 3, a more stringent
clique
constraint would be C2,3 , to ask for at least 2 groups of size 3. Then, {ABC, H, J } would
no longer be retrieved as a HCS, while we would still obtain, for instance, {A, D E F, G H I }
(sharing labels l3 and l4 ).
Example 4 (Constraint Csep ). Consider now the vertices A, B, C, and D sharing labels l2 and
l4 . Using these vertices, we can build a set of four cliques of size 3 {ABC, AB D, AC D, BC D}
clique
that would satisfy the constraint C4,3 . However, we can hardly see four groups here, since
ABC D is itself a clique. The constraint Csep is used to avoid this situation and discard
patterns where a large group would be split and counted as multiple smaller cliques.
A common issue when extracting patterns is to provide results that are small and easy to
browse collections, e.g., Bringmann and Zimmermann [7]. By definition, a set of HCSs can
contain redundant patterns, in the sense that, when we know the parameters κ and β, some
patterns can be directly derived from others. Indeed, consider any set of cliques M  obtained
clique
by removing some vertices from a HCS M, if M  satisfies Cκ,β and Csep , then M  is also
a HCS. This is illustrated by the following example.
Example 5 (Redundant patterns). On Fig. 3, using vertices sharing labels l1 and l4 , we can
clique
sep . We can also
build a HCS {ABC D, D E F} satisfying the constraints Clab
2 , C2,3 , and C
build four other HCSs satisfying the same constraints by removing any vertex from the clique
ABCD, e.g., {AC D, D E F}.
Since the number of HCSs formed by cliques which are subsets of cliques in another HCS
can be large, such redundant patterns are discarded by focusing on maximal HCSs only.
Definition 3 (Maximal homogeneous clique set). A maximal homogeneous clique set
(MHCS) is a HCS which is maximal with respect to the partial order
defined as follows. Given M1 and M2 two HCSs, M1
M2 if and only if for all C1 ∈ M1 , there exists
C2 ∈ M2 such that C1 ⊆ C2 .
Notice that antisymmetry does not hold for in an arbitrary collection of sets, and thus
is not necessarily a partial ordering relation. However, in the case of a collection of HCSs,
the relation is a partial order as stated by the following property.
Property 1 On a collection of HCSs, the relation

is a partial order.

Proof The relation is trivially reflexive and transitive. To show antisymmetry, consider M1
and M2 two HCSs such that M1
M2 and M2
M1 . Suppose that M1 = M2 , then there
exists C in M1 that is different from all sets in M2 . And since M1 M2 , there exists C  in
M2 such that C ⊂ C  . As, M2 M1 , there exists C  in M1 such that C  ⊆ C  . So, C ⊂ C  ,
but this cannot hold since by the definition of a HCS M1 must satisfy Csep . Thus, M1 = M2 .
3 However, if needed, a simple post-processing can be used to remove these small cliques.
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Example 6 (Maximal homogeneous clique set). The two sets of cliques {ABC D, D E F} and
{A, D E F, G H I }, sharing, respectively, labels {l1 , l4 } and {l3 , l4 } are MHCSs in the graph
clique
depicted Fig. 3, for constraints Clab
2 , C2,3 . Satisfying the same constraints, there are other
HCSs that are not maximal ones, as for instance {ABC, D E F} and {D E F, G H I }.

3 Finding all maximal homogeneous clique sets
In this section, we present a sound and complete algorithm to find all MHCSs in a given
dataset. Three versions of the algorithm are presented, starting from a naive generate-andtest approach and incorporating the pruning techniques in two successive versions for the
sake of clarity. The final version is given as Algorithms 5.
3.1 Algorithm generate and test
Let G , f  be a dataset, where G = V , E  and f : V → 2L with L the set of labels appearing
in G . The algorithm enumerates in a depth first way subgraphs of G together with the sets
of labels shared by the vertices of these subgraphs. The extraction of all MHCSs is done
in two steps. The main step consists in the extraction of all MHCSs together with some
non-maximal HCSs (ExploreSubgraphs1, Algorithm 1), and then a second step simply
filters out these non-maximal patterns (ExtractMHCS, Algorithm 2).
In the recursive function ExploreSubgraphs1, the first parameter Gt is the current
(sub-)graph to be tested, Ls is a set of labels already known to be shared by all vertices
of Gt , Vr is the set of vertices remaining in Gt , and Lc is the set of candidate labels that
remain under consideration to find labels shared by Gt or by subgraphs of Gt . The initial call
to ExploreSubgraphs1 is made in ExtractMHCS with parameter Gt set to the whole
graph, Ls = ∅, Vr = V , and Lc = L.
For notational convenience, let us define the following functions.
Definition 4 (Functions ver t, Vert and Lab). Function ver t (l)= {v ∈ V |l ∈ f (v)} gives
the set of vertices associated with a label l. Function Vert(L) = l∈L ver t (l) maps a set of
labels
Lto the set of vertices associated with all the labels in L. And function Lab(M) =

C∈M ( v∈C f (v)) gives the set of labels shared by all vertices in a set of cliques M.

Starting from the whole graph and Lc = L, Algorithm 1 enumerates all subsets Ls ⊆ L (all
sets of labels that can be shared) together with the subgraph Gt of G composed of the vertices
associated with all the labels in Ls . For each of the enumerated subgraph, the algorithm first
checks (line 2) whether the set of the maximal cliques of the subgraph is considered to be a
HCS (i.e., contains at least κ cliques having β vertices and whether the vertices are already
known to share at least α labels). If so, the pattern is added to the result R. In this preliminary
version of the algorithm, no pruning is performed here and the enumeration always goes on
(lines 4 to 8).
This enumeration uses the set Lc containing the labels that remain candidates as labels
shared by the current graph or its subgraphs. While Lc is not empty, a label y is picked and

removed from Lc , and a set of vertices Vr is built by restricting the current set of vertices Vr to

the vertices associated with label y. The set of labels known to be shared by the vertices in Vr

is then simply Ls = Ls ∪ {y}. Then, function ExploreSubgraphs1 is called recursively


on Gt [Vr ] (the subgraph of Gt induced by the set of vertices Vr ).
In order to illustrate the general recursive scheme, and to introduce the pruning techniques,
let us define the underlying enumeration tree.
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Algorithm 1: ExploreSubgraphs1
1
2
3
4
5
6
7
8
9

Input: Gt , Ls , Vr , Lc
R←∅
if |Ls | ≥ α and |{C ∈ Cmax (Gt )| |C| ≥ β}| ≥ κ then
R ← {Cmax (Gt )}
while Lc = ∅ do
Pick and remove an element y from Lc


Vr ← Vr ∩ ver t (y)


Ls ← Ls ∪ {y}







R ← R ∪ ExploreSubgraphs1(Gt [Vr ], Ls , Vr , Lc )

return R

Algorithm 2: ExtractMHCS
1
2

Input: G = (V, E), L
R ← ExploreSubgraphs1(G, ∅, V, L)
output RemoveNonMaximalHCSs(R)

Definition 5 (Node in the enumeration tree). A node i in the enumeration tree represents
a recursive call to ExploreSubgraphs1 in Algorithm 1. A total order is defined on the
nodes, based on the calling sequence during an execution, i.e., given i and j two nodes in
the enumeration tree, i < j if and only if the call to ExploreSubgraphs1 for node i is
done before the call to ExploreSubgraphs1 for node j. A node i is the father of a node
j and j is a child of i if and only if the call to ExploreSubgraphs1 corresponding to
j is done line 8 in the call corresponding to i. The ancestor relation is simply the transitive
closure of relation father. Parameters of the call corresponding to node i are denoted using
i as superscript: Gt i , Lis , Vri , and Lic .
Example 7 (Enumeration tree). Figure 4 depicts a part of an enumeration tree that could
be obtained on the graph presented Fig. 3. The labels on the branches correspond to the
labels y picked to generate the calls. The nodes are identified by arbitrary increasing integers
reflecting the calling sequence (order < on nodes). For instance, node 0 is the initial call to

Fig. 4 An enumeration tree over the graph of Fig. 3
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ExploreSubgraphs1 (the ancestor of all nodes), node 33 is a call performed before the
call corresponding to node 49, and node 56 is a child of node 49. On Fig. 4, for the nodes at
depth 1 and the nodes on the left-most branch, two input parameters of the call are indicated:
Vr (vertices in the current graph), and Lc (remaining candidate labels). Each possible subset
of labels is enumerated together with the subgraph induced by the vertices sharing these
labels. The other subgraphs are not enumerated, e.g., the subgraph induced by the vertices
{B, C, D, E, F, G, H, I, J }.
To establish the completeness of the enumeration, we need the properties stated by the
following lemmas.
Lemma 1 For all MHCSs M in dataset G , f , M = Cmax (G [Vert(Lab(M))]).


Proof Let M be a MHCS in dataset G , f , by definition M = Cmax (G [ C∈M ]). Let
M  = Cmax (G [Vert(Lab(M))]) and suppose that M = M  . Then, M  satisfies Csep by construction, and since the set of labels shared by the vertices in M  
is Lab(M) and M satisfies
lab

lab
Cα , then M satisfies Cα . By the definition of Vert and Lab, C∈M ⊆ Vert(Lab(M)),

clique
so G [ C∈M ] is an induced subgraph of G [Vert(Lab(M))]. So, M  satisfies Cκ,β since M
satisfies Cκ,β , and then M  is a HCS such that M
MHCS. Whence, M = M  .
clique

M  . This is not possible since M is a

Since for a node i in the enumeration tree, Algorithm 1 enumerates all subgraphs
Gt i [Vert(X )] such that X ⊆ Lic , then the following property is straightforward.

Lemma 2 For all node i in the enumeration tree, if there exists L ⊆ Lic and M a MHCS
such that M = Cmax (Gt i [Vert(L)]), then M is obtained in the subtree rooted at node i.
The following theorems state the correctness of the extraction process.
Theorem 1 Algorithm 1 outputs all MHCSs and only HCSs.
Proof Let M be a MHCS in dataset G , f  over a set of labels L. Consider the root (i = 0)
of the enumeration tree explored by Algorithm 1, then we have Gt 0 = G and L0c = L.
Let L = Lab(M), then we know by Lemma 1 that M = Cmax (G [Vert(L)]). And finally,
Lemma 2 ensures that M is obtained in the subtree rooted at i = 0.
In addition, since the Algorithm 2 filters out non-maximal HCS, we have the following
property.
Theorem 2 Algorithm 2 is correct.
3.2 Enumeration tree pruning techniques
Five safe pruning techniques are used. Algorithm 3 extends Algorithm 1 and introduces the
first four pruning techniques. For the sake of clarity, the fifth pruning technique is described
in Algorithm 5 as an extension of Algorithm 3.
For each technique, we discuss its safety and illustrate the corresponding pruning on an
enumeration tree presented Fig. 5 and obtained for the dataset of Fig. 3 under constraints
clique
Clab
2 and C2,3 .
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Fig. 5 Examples of pruning techniques 1, 2, 3, 4, and 5 on the dataset of Fig. 3 for constraints Clab
2 and
clique
C2,3

Pruning 1 (Algorithm 3 line 2): This pruning checks that there is at least κ maximal cliques
clique
with at least β vertices in Gt i . If it is not the case, no subgraph of Gt i can satisfy Cκ,β and
thus the subtree rooted at i can be pruned. Considering node 33, we have Vr33 = {A, B, C, D}.
Since Gt 33 (the subgraph induced by {A, B, C, D}) does not contain at least two maximal
cliques with three vertices, the subtree rooted at node 33 is pruned.
Pruning 2 (Algorithm 3 lines 3 and 4): Labels from Lic shared by all vertices in Vri are added
to Lis and removed from Lic . This prunes the tree by avoiding to pick these labels to create new
children of node i. Removing these labels from Lic does not change the collection of different
subgraphs enumerated in the tree, since if we pick such a label y to create a child, we have
i i
i
i
Gt i [Vr ∩ ver t (y)] that is equal to Gt itself. Finally, since these labels are added to Ls , then
L  is the correct total number of labels shared by all vertices of the graph at enumeration
s
node i. Considering node 1, we have L1c = {l2 , l3 , l4 , l5 , l6 } and Vr1 = {A, B, C, D, E, F}.
Since Vr1 ⊆ ver t (l4 ), label l4 is added to L1s and removed from L1c (lines 3 and 4). And thus,
the branch rooted at node 1 corresponding to label l4 is pruned.
Pruning 3 (Algorithm 3 line 7): If the set of labels common to all vertices has a cardinality
greater than or equal to α (line 5), and as the current graph already satisfies to the test of
line 2, then it contains a HCS M = {Cmax (Gt )} that is collected in the result line 6. In this
case, since all labels shared by all vertices of Gt i has been removed from Lic (line 4), then all
graphs in the subtree rooted at i will contain strictly less vertices than Gt i and thus cannot
lead to a HCS M  such that M
M  . Whence, the subtree rooted at i does not contain
a maximal HCS and can be pruned (line 7). Considering node 54, we have L54
s = {l3 , l4 }
and Vr54 = {D, E, F, G, H, I, J }. Since the set of cliques {D E F, G H I, J } is a HCS, no
subgraph of Gt 54 can contains a MHCS, thus the subtree rooted at node 54 is pruned.
The fourth pruning technique requires the following property.
Lemma 3 Given a graph G = V , E  with |V | < max(β,  3log(κ)
log(3) ), a set of cliques of G
clique

cannot satisfy Cκ,β

∧ Csep .
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Proof Since a HCS satisfies Cκ,β , it contains at least one clique with β vertices, and thus the
corresponding graph has at least β vertices. Moreover, Moon and Moser [25] demonstrates
that the maximum number of maximal cliques in a graph with n vertices is 3n/3 , and so, a
graph must have at least  3log(κ)
log(3)  vertices to contain κ maximal cliques.
Pruning 4 (Algorithm 3 lines 8 and 9): Labels and vertices which are not valid candidates
to build a MHCS are removed from Lic and Vri :
 
thus to be part of a HCS satisfying
1. All current vertices shared Lis  labels,
Clab


α , a remaining
i
i



vertex must have at least α − L more labels. Moreover, these α − L  labels must be
s

s

in Lic (the candidate labels to be shared by the vertices of the graphs in the enumeration
subtree rooted at i). Any vertex that does not satisfy to this condition (line 8) can be
safely removed.
clique
2. As stated by Lemma 3, to contain a HCS satisfying Cκ,β ∧ Csep , a graph must have a


number of vertices greater than or equal to max β,  3log(κ)

. Then, a label associated
log(3)
in Gt i to less vertices than this lower bound cannot be a label shared by the vertices of
a HCS found in the subtree rooted at i. Thus, it can be removed from the remaining
candidate labels Lic (line 9).

To illustrate these reductions of Lic and Vri , let us consider node 61. We have L61
c =
61 is shared by all
{l6 }, Vr61 = {D, E, F, G, H, I, J }, and L61
=
{l
}.
Since
no
label
in
L
5
s
c
61
vertices in Vr61 , then L61
s and Lc are not modified by lines 3 and 4. Since α = 2 and |Ls | = 1,
61
61
then line 8 keeps in Vr61 only vertices associated with at least one label
 in Lc . Thus,
 Vr
is reduced to {H, J }. On line 9, for κ = 2 and β = 3, we have max β,  3log(κ)
log(3)  = 3,


and since ver t (l6 ) ∩ V 61  = 2 (i.e., label l6 appears only on two vertices in V 61 ) then l6 is
r

r

removed from L61
c . So, the branch rooted at node 61 corresponding to label l6 is pruned.
Algorithm 3: ExploreSubgraphs2
1
2
3
4
5
6
7
8
9
10
11
12

Input: Gt , Ls , Vr , Lc
R←∅
if |{C ∈ Cmax (Gt )| |C| ≥ β}| ≥ κ then
S ← {l ∈ Lc |Vr ⊆ ver t (l)}
Lc ← Lc \S ; Ls ← Ls ∪ S
if |Ls | ≥ α then
R ← {Cmax (Gt )}
else
Vr ← {v ∈ Vr | | f (v) ∩ Lc | ≥ α − |Ls |}


Lc ← {l ∈ Lc | |ver t (l) ∩ Vr | ≥ max β,  3log(κ)

}
log(3)

// Pruning 3
// Pruning 4
// Pruning 4

while Lc = ∅ do
Pick and remove an element y from Lc

Vr ← Vr ∩ ver t (y)


Ls ← Ls ∪ {y}

13







R ← R ∪ ExploreSubgraphs2(Gt [Vr ], Ls , Vr , Lc )

14

15

// Pruning 1
// Pruning 2
// Pruning 2

return R

It should be pointed out that a possible extension of Pruning 4 is to propagate incrementally the reduction over Vr and Lc until no more label or vertex can be removed. This
extension, described as Algorithm 4, can replace lines 8 and 9 in Algorithm 3. However,
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when tested on real datasets and parameter settings corresponding to the experiments presented Sect. 4, the gain due to this extension is counterbalanced by its computing overhead
(processing times with and without this extension were not significantly different). So, this
incremental reduction has not been retained here.
Algorithm 4: Extension of Pruning 4
repeat
pr ev
pr ev
Vr
← Vr ; Lc
← Lc
Vr ← {v ∈ Vr | | f (v) ∩ Lc | ≥ α − |Ls |}

Lc ← {l ∈ Lc | |ver t (l) ∩ Vr | ≥ max β,  3log(κ)
log(3)  }
pr ev

until Vr

pr ev

= Vr or Lc

= Lc

The safety of the pruning techniques embedded in Algorithm 3 is established by the
following lemma.
Lemma 4 The property stated by Lemma 2 also holds for the enumeration trees obtained
with Algorithm 3.
Proof Pruning 1 and Pruning 4 remove subtrees that cannot lead to a HCS. Pruning 2
safely removes elements from Lic (avoiding some duplicated graph during enumeration).
Pruning 3 removes subtrees that cannot lead to a maximal HCS. So, for any node i in the
enumeration tree, if there exists L ⊆ Lic and M a MHCS such that M = Cmax (Gt i [Vert(L)]),
then by Lemma 2, we still have the guarantee that M is obtained in the subtree rooted at
node i.
Pruning 5 (Algorithm 5): The fifth pruning technique avoids redundant enumeration of
some MHCSs. It is presented in Algorithm 5 which is similar to Algorithm 3 apart from
line 14 that is replaced by lines 14 to 16 in the new algorithm. This pruning uses a set Lidone
which contains for a node i the labels used to build all immediate children of the ancestors of
i apart from the labels in the branch leading to i itself. For example, in the enumeration tree
i
given in Fig. 5, the set L54
done corresponding to node 54 would be {l1 , l2 , l4 }. The set Ldone is
updated line 16 of Algorithm 5.
Let i be a node corresponding to a call with input parameters Lidone and Vri such that
there exists a label z ∈ Lidone that is associated with all vertices of Vri . Then, as stated by the
following lemma, the MHCSs that could be obtained in the subtree rooted at i are redundant.
Thus, in the call corresponding to the father of i, Pruning 5 line 14 of Algorithm 5 avoids
the generation of i. After showing the safety of this pruning, we will illustrate it on node 58
in Example 8.
Lemma 5 (Redundancy of Algorithm 3) Given i a node in the enumeration tree corresponding to Algorithm 3, and a label z ∈ Lidone such that Vri ⊆ ver t (z). If M is a MHCS obtained
in the subtree rooted at i, then M is also obtained in a subtree rooted at a node j, such that
j < i and j is not an ancestor of i.
Proof Let M be a MHCS obtained in the subtree rooted at node i and let z be a label in
Lidone such that V i ⊆ ver t (z). If M is obtained in the subtree, this implies that there exists
a subgraph G of Gt i for which the algorithm computes M as Cmax (Gt ). Thus, there exists
L ⊆ Lic such that M = Cmax (Gt i [Vert(L)]).
Let us now show that M is also obtained in a subtree rooted at a node j defined as follows.
Let node k be the ancestor of i in which label z was picked, node j is the node corresponding
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to the call made from k for this label z. Finally, let node i  be the child of k in the branch
leading to i (notice that i  can be i itself if i is a child of k). Figure 5 gives an example of
such nodes with i = 58, k = 0, i  =
 57, j = 49,
 and z = l3 .
Let V = {v ∈ Vrk |  f (v) ∩ Lkc  ≥ α − Lks } be the reduced set of vertices computed
line 8 during the call corresponding to node k. The call corresponding to j is made with
j
Vr = V ∩ ver t (z). As Vri ⊆ V (V is used in node k to generate i  ancestor of i) and
j
Vri ⊆ ver t (z) (by hypothesis), then Vri ⊆ Vr . Thus, Gt i is an induced subgraph of Gt j , and
then M = Cmax (Gt j [Vert(L)]).

j
j
Since i  has the same father as j and j < i  , we have Lic ⊂ Lc and thus Lic ⊂ Lc (i  is an
j
ancestor of i). So, L ⊆ Lc .
j
Whence, there exists L ⊆ Lc such that M = Cmax (Gt j [Vert(L)]), and by Lemma 4, we
know that M is obtained in the subtree rooted at j.
The completeness of Algorithm 5 is stated by the following lemma.
Lemma 6 In the enumeration tree explored by Algorithm 5, if a subtree T rooted at a node
i (including i itself) is pruned using Pruning 5 and a MHCS M would be obtained in T ,
then M is obtained in a subtree rooted at node j, with j < i and j is not an ancestor of i.
Proof Proof is immediate by strong induction. The property holds for n = 0, i.e., the root
of the whole enumeration tree, since the root cannot be pruned by Pruning 5. Let n be any
node in the enumeration tree. Suppose that for all node k < n, Lemma 6 holds. Let us show
that the property also holds for n. Let T be a subtree rooted at n and pruned using Pruning 5.
Let M be a MHCS that would be obtained in T . Then, from Lemma 5, there is a subtree
rooted at n  < n in which M is obtained by Algorithm 3. If this branch has not been pruned
by Pruning 5, then we obtained M with Algorithm 5. If this branch has been pruned by
Pruning 5, then by induction hypothesis, there exists a subtree rooted at n  < n  in which
M is obtained with Algorithm 5.
Notice that Pruning 5 can also avoid the enumeration of non-maximal HCSs, but in
this case, there is no need to prove that they have already been obtained, since we are not
interested in such HCSs.
Example 8 (Enumeration tree with Pruning 5). In the enumeration tree using Pruning 5
presented on Fig. 5, consider node 58. The set L58
done contains all the labels used to build all
immediate children of the ancestor of node 58 apart from the labels in the branch leading
58
to node 58, i.e., L58
done = {l1 , l2 , l3 }. Considering label l3 in Ldone , we have ver t (l3 ) =
{A, D, E, F, G, H, I, J } and Vr58 = {D, E, F, G, H, I }. As all vertices in Vr58 are also in
ver t (l3 ), the pruning criterion for Pruning 5 is satisfied line 14 during the call corresponding
to node 57, and thus node 58 is pruned.
The following theorem states the correctness of the final extraction algorithm given as
Algorithm 6. It is a direct consequence of Lemma 6.
Theorem 3 Algorithm 6 returns all MHCSs and only MHCSs.
3.3 Implementation
The algorithm used to compute the maximal cliques is CLIQUES [33]. The
RemoveNonMaximalHCSs post-processing used to remove from a collection of HCSs
non-maximal ones has been implemented using the two following optimizations. First, it is
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Algorithm 5: ExploreSubgraphs
1
2
3
4
5
6
7
8
9
10
11

Input: Gt , Ls , Vr , Lc , Ldone
R←∅
if |{C ∈ Cmax (Gt )| |C| ≥ β}| ≥ κ then
S ← {l ∈ Lc |Vr ⊆ ver t (l)}
Lc ← Lc \S ; Ls ← Ls ∪ S
if |Ls | ≥ α then
R ← {Cmax (Gt )}
else
Vr ← {v ∈ Vr | | f (v) ∩ Lc | ≥ α − |Ls |}


Lc ← {l ∈ Lc | |ver t (l) ∩ Vr | ≥ max β,  3log(κ)
log(3)  }

// Pruning 3
// Pruning 4
// Pruning 4

while Lc = ∅ do
Pick and remove an element y from Lc


Vr ← Vr ∩ ver t (y)

Ls ← Ls ∪ {y}

12
13



if ∀z ∈ Ldone , Vr  ver t (z) then



R ← R ∪ ExploreSubgraphs(Gt [Vr ], Ls , Vr , Lc , Ldone )
Ldone ← Ldone ∪ {y}

14
15
16

17

// Pruning 1
// Pruning 2
// Pruning 2

// Pruning 5

return R

Algorithm 6: ExtractMHCS
1
2

Input: G = (V, E), L
R ← ExploreSubgraphs(G, ∅, V, L, ∅)
output RemoveNonMaximalHCSs(R)

not necessary to check maximality over the whole collection, since the HCSs whose vertices
share exactly α labels are necessarily maximal and do not need to be tested. The second
optimization is based on the following property. To compare two HCSs M1 and M2 , it is
not necessary to test the pairwise
is equivalent
 inclusion ofall cliques in M1 and
 M2 , but it
to test simply the inclusion of C1 ∈M1 and C2 ∈M2 .Indeed, if C1 ∈M1 ⊂ C2 ∈M2 then
M1 ≺ M2 , since
 M1 is the set of maximal cliques
in G [ C1 ∈M1 ] and M2 is the set of maximal
cliques in G [ C2 ∈M2 ] that is a subgraph of G [ C1 ∈M1 ] (the converse is immediate). In our
experiments, the runtime of RemoveNonMaximalHCSs was negligible with respect to the
extraction time, as reported in Sect. 4.3.

4 Experiments
In this section, we report experiments over four datasets built using real-world data. Two
datasets (DBLP1 and DBLP2 ) were built from a bibliographic Web site and two others
(BioData150 and BioData400 ) were generated by merging two biological databases. Some
characteristics of these datasets are given in Table 1. Experiments were also performed
on synthetic datasets to measure the impact of graph structure over execution times. All
experiments were performed on a PC running GNU/Linux with a 3 GHz Core 2 Duo CPU
and 8 GB of main memory installed (no more than 800 MB were used in the experiments
as shown in Sect. 4.3). In this section, when clear from the context, we call simply clique a
maximal clique in a pattern.
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Table 1 Some characteristics of
datasets DBLP1 , DBLP2 ,
BioData150 , and BioData400

DBLP1

DBLP2

BioData150

BioData400

# Vertices

479,067

117,526

15,571

15,571

# Different labels

3,607

3,257

486

486

# Edges

386,838

233,863

458,713

155,784

Avg. degree

1.61

3.98

58.92

20.01

Avg. labels/vertex

2.69

2.04

11.46

11.46

Maximum degree

153

126

1,500

496

4.1 Datasets
4.1.1 Bibliographic dataset
The DBLP1 and DBLP2 datasets were built using the public DBLP database.4 This database
contains rather exhaustive bibliographic information on most computer science conferences
and journals. To build our datasets, only conferences from 2000 to 2010 (included) were
selected. The graphs were built to reflect a coauthor relationship: a vertex represents an
author and two authors are linked if they have coauthored at least two conference articles.
This selection threshold on the minimum number of co-publications was set to remove very
brief collaborations leading to a single article. The next step was to label each author (i.e.,
vertex) with the conference names in which this author had published at least once (dataset
DBLP1 ) or at least twice (dataset DBLP2 ). In DBLP2 , authors having never published twice
in the same conference, and thus having an empty label list, were removed.
4.1.2 Biological dataset
BioData150 and BioData400 were built using two databases: STRING5 [15] and SQUAT6 [22].
The STRING database integrates data on protein–protein interactions from different sources
(e.g., genomic data, co-expression, and literature). Among these interactions, we only retained
interactions with confidence7 higher or equal to 150 for BioData150 and to 400 (default
STRING selection threshold) for BioData400 . The other database, SQUAT, is a Boolean gene
expression database containing results from SAGE experiments (the discretization process
is presented in [2]). It has been created to support post-genomic data analysis processes for
several species and contains, for thousands of genes, the sets of biological situations where
these genes are considered to be overexpressed. In our experiments, only Human species
genes were used.
In STRING, only proteins corresponding to a unique gene were retained (this is the case
for most of the proteins). So the graph can be interpreted as a gene–gene interaction graph.
Then, we associated with each gene (i.e., each vertex) labels corresponding to the biological
situations in which the gene is overexpressed according to SQUAT. Both databases follow the
HUGO8 nomenclature to encode gene names, so this nomenclature was used to link them.
4 http://www.informatik.uni-trier.de/~ley/db/.
5 http://string-db.org/, snapshot of November 2009.
6 http://bsmc.insa-lyon.fr/squat/.
7 This confidence is a measure provided by STRING. A high confidence means that there are strong evidences

that the interaction exists.
8 http://www.genenames.org/.
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(a)

(b)

Fig. 6 Two patterns extracted from DBLP2 with parameters α = 6, β = 3, and κ = 3. a 5 cliques of vertices
sharing conferences ICDE, ICDM, KDD, PAKDD, SDM, and ACM SIGMOD. b 3 cliques of vertices sharing
conferences EDBT, ICDE, ICDM, SDM, ACM SIGMOD, and SSDBM

4.1.3 Synthetic dataset
The four real datasets exhibited different characteristics (given in Table 1), but we also
performed runtime experiments on synthetic datasets to investigate, in a controlled way,
the impact of these properties. A complete description of the generation model is given in
Sect. 4.3.2.
4.2 Qualitative experiments
In this section, we present MHCSs found in the real datasets and show that these MHCSs
capture meaningful structures of the graphs. These extractions were performed on the datasets
with the most significant relationships used as edges, i.e., DBLP2 (an edge denotes at least
two coauthored articles) and BioData400 (an edge corresponds to an interaction with a high
confidence value in STRING). Datasets DBLP1 and BioData150 are larger, but their edges
correspond to a weaker relationship, and thus they were used only for performance study, as
presented in the next section.
4.2.1 Interpretation of MHCSs from DBLP2
In DBLP2 , we chose to look for structures containing at least a few small interacting groups,
but that were highly similar for the conferences they shared. So, we extracted MHCSs with
at least 3 cliques of 3 vertices and 6 common labels (α = 6, β = 3, and κ = 3). There were
80 patterns satisfying these constraints, and among them, 32 patterns were related to at least
one of the following data mining conferences: ICDM, KDD, or SDM. To illustrate the kind
of structures captured by the MHCSs, we focus on two of these patterns, presented Fig. 6.
The first pattern, Fig. 6a, is made of vertices sharing the labels {ICDE, ICDM, KDD,
PAKDD, SDM, ACM SIGMOD} and contains the 5 following cliques:
–
–
–
–
–

{Jian Pei, Jiawei Han, Ke Wang, Philip S. Yu}
{Jeffrey Xu Yu, Ke Wang, Philip S. Yu}
{Christos Faloutsos, Philip S. Yu, Spiros Papadimitriou}
{Jiawei Han, Philip S. Yu, Wei Wang}
{Hans-Peter Kriegel}
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The first four cliques contain groups of authors coherent with our domain knowledge,
since they are prolific authors known to have been working together over the last decade.
More interestingly, we can see that the vertex corresponding to Philip S. Yu has a particular
role. This vertex is part of 4 out of 5 cliques and connected to 7 out of 8 authors in the pattern.
Discovering such local hubs with high degree in a subnetwork consisting of vertices sharing
the same labels can be important. Since such vertices might not be highly connected in the
whole graph, global approaches for hub discovery could miss them. But, as shown by this
example, such structures can appear when we focus on a subgraph sharing some labels (here
the five conferences ICDE, ICDM, KDD, PAKDD, SDM, and ACM SIGMOD) and can be
captured by a MHCS. Finally, it should be noticed that the last clique in this MHCS contains
a single author. This clique does not reach the threshold κ = 3, but is in the MHCS because it
shares the same labels. Collecting such small cliques (having less than κ vertices) in a MHCS
provides some contextual information about the other large core cliques of the pattern.
The second pattern, Fig. 6b, is made of vertices sharing the labels {EDBT, ICDE, ICDM,
SDM, ACM SIGMOD, SSDBM} and contains 3 cliques:
– {Jian Pei, Jiawei Han, Philip S. Yu}
– {Jiawei Han, Jiong Yang, Philip S. Yu}
– {Christian Böhm, Hans-Peter Kriegel, Peer Kröger}
Here, again, the pattern is coherent with our knowledge, the third clique is composed of
three researchers that have been working over a significant period in the same university in
Germany, and the two other groups are formed by people located in North America (working
in the same universities at some times). It could also be noticed that for this pattern, the
common set of conferences is a little bit more oriented toward database research (conferences
EDBT and SSDBM, in addition to ICDE and ACM SIGMOD already in the previous pattern),
and that one group is not connected with the two others.
The main interest of such MHCSs is to exhibit a local structure of groups sharing similar
interests. Knowing such structures can be useful, for instance, to help to select reviewers for
projects according to topics or people involved, or to set up new scientific collaborations.
4.2.2 Evaluation of collections of MHCSs from BioData400
An important difficulty of experiments on real datasets is the qualitative evaluation of the
whole collection that is output, without having to ask to an expert to interpret/to assess the
patterns one by one. Different statistical approaches exist to measure pattern significance;
however, in most cases, they do not take in account domain information. In the case of sets
of genes extracted from gene expression data, some dedicated methods have already been
designed. So, it is possible to perform systematic evaluations on complete collections of
patterns from BioData400 , for various parameter settings. To this aim, we used the p value
measure as computed by the L2L method [28], a well-known tool designed to facilitate the
interpretation of microarray experiment results. The measure is built using predefined list of
genes, where each list is a list of genes known to be involved in a similar biological process
(e.g., transcription, biological regulation, and vision). The L2L p value for a set of genes C g
and a L2L list9 of genes L is the probability to obtain an overlap of size at least |C g ∩ L|
if the elements in L were chosen randomly. The reader is referred to [28] for the complete
description of the method. The key idea is to compute this p value using the cumulative
probability of a binomial distribution where the number of trials is the number of genes in L,
9 We retain the term list used in L2L, however these lists are simply sets.
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Fig. 7 Cumulative distributions of p values with α, β and κ varying

and the number of successes is the number of genes in C g ∩ L. The probability of success is
the number of genes in C g divided by the total number of possible genes that could appear
in C g . In L2L, the lists of genes are grouped in seven categories (e.g., molecular function
and cellular component). For a given category, the L2L p value measure retained for C g is
simply the minimal p value obtained for all the lists of this category. In our experiments, the
L2L p value reported for a set of genes is the lowest p value obtained for all the L2L lists in
the category biological process,10 that was the most appropriate category with respect to the
SQUAT database.
The Fig. 7 presents for different values of α, β, and κ, the cumulative distributions of
p values obtained, in number of MHCSs extracted (left column) and in percentage of the
MHCSs extracted (right column). Here, for a MHCS, the set of genes used to compute the L2L
10 The category of the lists containing genes categorized under biological process in GeneOntology [1].
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p value is the union of all the genes in the cliques forming this MHCS. The experiments show
that for every parameter setting, the collection of patterns is likely to capture an underlying
structure, since at least 90 % of the MHCSs have a p value under 10−4 , and thus are not
likely to be obtained by chance. Additionally, the figure shows that the three thresholds α,
β, or κ are meaningful with respect to the domain, since when one is set to a more selective
value, then the collection of patterns obtained has globally a better p value (curves shift on
the left when the constraint is stronger).

4.2.3 Biological interpretation of two MHCSs from BioData400
We now present, in a more detailed way, two of the patterns obtained from the biological
dataset. The previous experiments, run to assess whole sets of extracted patterns, helped us to
set the extraction parameters to find a meaningful and easy to browse collection (i.e., rather
small and containing patterns having low p values). As shown in Fig. 7, three collections
were such that 90 % of the patterns have a p value lesser than or equal to 10−10 . So, we chose
to focus on one of these collections and selected the one obtained for the thresholds α = 3,
β = 4, and κ = 3. It contained 10 MHCSs, and here we present two of them.
The first pattern is depicted Fig. 8. For the sake of readability, Fig. 8a shows the core
cliques only (cliques having at least β nodes) and all interactions (all cliques excluding
isolated nodes) are given Fig. 8b. This pattern contains 17 cliques of size at least 4, and
all genes are overexpressed in 3 biological situations that correspond to normal activities of
retinal cells. This pattern has the lowest L2L p value (1.3×10−25 ) of the whole collection, and
this p value corresponds to the L2L list entitled sensory perception of light stimulus.11 This
advocates for the biological coherence of the pattern since the common biological situations
are retinal cell activities. With respect to the structure of the interaction graph, the pattern
reveals in Fig. 8a that the core cliques are connected together, in particular through genes
CRX and RHO, as confirmed in the table given in Fig. 8c (third column) where it can be
verified that CRX and RHO belong to all core cliques, except one. More global information
about the structure are given Fig. 8b that contains all interactions in the pattern and shows
that most of these interactions occur within the core cliques (63 edges out of 87).
Additionally, the table Fig. 8c also gives a finer grain L2L scoring of the core part of the
pattern. For each core clique (column 3), its own L2L measure has been computed and the
table reports the retained p value (column 1) and the name of the corresponding L2L list
(column 2). In this table, the name perception of light is simply a short name used for sensory
perception of light stimulus. This biological process was associated with the whole pattern,
but the table shows that it is also associated with most of the core cliques of the pattern
in isolation. For the other core cliques, two are associated with the more specific process
phototransduction and the last one is associated with the more general process sensory
perception.
A different kind of structures is illustrated by a second pattern presented Fig. 9. Here,
the core cliques depicted Fig. 9a show that the pattern is structured around two separated
components (no direct interaction between the genes of these two groups), and the context
given Fig. 9b points out that most of the interactions are not in the core cliques (35 edges in
the core cliques out of 98).
11 Sensory perception of light stimulus is defined as the series of events required for an organism to receive
a sensory light stimulus, convert it to a molecular signal, and recognize and characterize the signal.
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(a)

(b)

(c)
Fig. 8 A MHCS extracted from dataset BioData400 with α = 3, β = 4 and κ = 3. All genes are overexpressed
in 3 biological situations corresponding to normal activities of retinal cells. a Only cliques having at least
4 vertices. b All cliques except single-node cliques. c p value and L2L list for the cliques having at least 4
vertices

Additionally, from a structural point of view, Fig. 9a reveals that gene MYD88 seems to
act as a local hub for the core cliques. This is confirmed by Fig. 9c, where MYD88 is the
only gene appearing in all core cliques (except in the isolated one).
For this MHCS, all biological situations in which the genes are overexpressed correspond
to some activities of cells from the immune system; more precisely, they are all overexpressed
simultaneously in four situations corresponding to normal activities of white blood cells.
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(a)

(b)

(c)
Fig. 9 A MHCS extracted from dataset BioData400 with α = 3, β = 4 and κ = 3. All genes are overexpressed
in 4 biological situations corresponding to normal activities of white blood cells. In the table, signal transduction
and regulation process are short names for, respectively, small GTPase-mediated signal transduction and
positive regulation of cytokine biosynthetic process. a Only cliques having at least 4 vertices. b All cliques
except single-node cliques. c p value and L2L list for the cliques having at least 4 vertices

Here, again, this is very coherent with the L2L list associated with the whole pattern ( p
value of 3.29 × 10−15 ) that is entitled immune response. The L2L lists which correspond to
the different core cliques that compose this pattern are given Fig. 9c. While one of the core
cliques is tagged (as the whole pattern) as being involved in the general immune response
process, three other are associated with more specific immune responses: response to virus
and inflammatory response. Two other core cliques form sets of genes involved in a regulation
process (positive regulation of cytokine biosynthetic process) and the last one (the one not
directly connected to the other core cliques) is associated with a signal transduction process
(small GTPase-mediated signal transduction).
4.3 Performance evaluation
In this section, we first present the performances of Algorithm 6 on the four real datasets and
then on several synthetic datasets having different characteristics.
4.3.1 Performances on real datasets
Here, the runtime, the number of extracted patterns, and the maximal memory consumption
are reported for extractions done on DBLP1 , DBLP2 , BioData150 , and BioData400 with
different parameter settings.
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Concerning runtime performances, Fig. 10 shows that the extractions can be made in
reasonable time, even when constraints are weakly selective (the numbers of patterns are
given Fig. 11). The worst execution time was obtained on DBLP1 for α = 5, β = 3, and
κ = 1 and was less than 9 min. These runtimes include the post-processing time needed to
filter out non-maximal MHCS. This post-processing required less than one second for all
reported experiments.
When α, the minimum number of common labels, increases, the runtime also increases
until it reaches a maximum and then start to decrease. This behavior is due to the fact that at
first, there are more combinations of labels of size n + 1 than of size n, thus maximal cliques
have to be computed on more subgraphs. But, in a second stage, when α is large enough,
then the pruning based on this threshold is more effective and leads to a reduction of the total
execution time.
Regarding the main memory usage, during each extraction, we recorded the maximal memory consumption. The Table 2 summarizes the consumption over all experiments reported
in this section. For a given dataset, the memory usage remains almost the same when the
extraction parameters change (details not reported here).
4.3.2 Impact of graph structure on performances
In this section, we describe an experimental evaluation of the algorithm on synthetic datasets.
We report runtimes for different graph structures by varying the following parameters:
–
–
–
–

#ver t: number of vertices
#labels: number of different labels
avg Deg: average vertex degree
avgLab: average number of labels per vertex

We used the well-studied Erdős-Rényi random graph model [10]. This model requires
two parameters, the first is simply the number of vertices #ver t and the second one is
the probability p for each pair of vertices to be connected by an edge. We set p to
#edges/#edges Max where #edges was the expected number of edges and was equal to
#ver t × avg Deg/2, and #edges Max was the maximum number of possible edges, i.e.,
#edges Max = #ver t × (#ver t − 1)/2.
Then, the labels were associated randomly with the vertices as follows: for each vertex v
and each label l, l was associated to v with the probability avgLab/#labels.
For the generation, we took a reference parameter setting that was close to the characteristics of the BioData400 dataset, in order to start from a real setting. However, we did not intend
to mimic the BioData400 structure (performances on this kind of structures have already
been presented in the previous section) and were interested in the behavior of the algorithm
on graphs following the general Erdős-Rényi model. The values retained for the reference
parameters were #ver t = 15,000; #labels = 500; avg Deg = 20; and avgLab = 10.
Due to the random generation process, it is unlikely that such synthetic datasets contain
some MHCS, except trivial ones. Thus, a number #hcs of HCSs were injected in the dataset.
These HCSs were generated randomly according to three parameters k, b, and s, as follows.
Each of these HCSs contained k × b vertices, structured in the form of k cliques of size b,
and with s labels shared by all vertices. Note that the injected HCSs might be non-maximal
in the resulting dataset if the original graph contains vertices sharing the same set of labels.
However, except for trivial cases (low values of #labels and s), this is not likely to occur and
then these injected HCSs are expected to be MHCSs. The number of injected patterns #hcs
was used as an additional generation parameter, and we used #hcs = 300 as a reference value.
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Fig. 10 Runtime for different sets of parameters on DBLP1 , DBLP2 , BioData150 , and BioData400 . a Runtimes
on DBLP1 with β = 3. b Runtimes on DBLP1 with κ = 3. c Runtimes on DBLP2 with β = 3. d Runtimes
on DBLP2 with κ = 3. e Runtimes on BioData150 with β = 3. f Runtimes on BioData150 with κ = 3.
g Runtimes on BioData400 with β = 3. h Runtimes on BioData400 with κ = 3
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Fig. 11 Number of MHCS for different sets of parameters on DBLP1 , DBLP2 , BioData150 and BioData400 .
a # MHCS on DBLP1 with β = 3. b # MHCS on DBLP1 with κ = 3. c # MHCS on DBLP2 with β = 3. d #
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g # MHCS on BioData400 with β = 3. h # MHCS on BioData400 with κ = 3
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Table 2 Statistics of memory
consumption for all experiments
reported Fig. 10

DBLP1
(MB)

DBLP2
(MB)

BioData150
(MB)

BioData400
(MB)

Mean

670

204

129

92

Max

721

207

132

94

9

1

1.2

0.7

SD

Table 3 Parameters used to generate the datasets

# Vertices

S#ver t

S#labels

Savg Deg

SavgLab

S#hcs

5,000-25,000

15,000

15,000

15,000

15,000

# Different labels

500

200-800

500

500

500

Avg. degree

20

20

10-30

20

20

Avg. labels/vertex

10

10

10

3-25

10

# Injected MHCS

300

300

300

300

100-500

We generated several datasets, by changing in turn each parameter (#ver t, #labels,
avg Deg, avgLab and #hcs), within a range encompassing its reference value. Let var
be one of the parameter, we denote Svar the collection of datasets obtained by varying this
parameter var . For each collection, the constant parameter values and the range of the parameter that was changed are given in Table 3. In each dataset, we did not only perform a
single pattern injection, but we built four derived datasets by adding four different sets of
random HCS using the four following parameters settings: (1) s = 2, b = 6, k = 2, (2)
s = 2, b = 6, k = 4, (3) s = 4, b = 6, k = 2 and (4) s = 4, b = 6, k = 4.
Then, the MHCSs were extracted on each of these derived datasets using parameters
α = s, β = b and κ = k, so as to retrieve the patterns that have been injected. The runtimes
and the precise values used within each range for #ver t, #labels, avg Deg, avgLab and
#hcs can be found on Fig. 12. Each point of the graphs of Fig. 12 corresponds to the average
of the runtime over ten different random generations of the data. The runtime remained stable
with a maximal standard deviation of 0.26 for each point. The curves show that the extraction
was tractable in practice on this graph model, for a wide range of parameter values.
Concerning the number of extracted patterns, the number of MHCSs obtained was always
equal to the number of injected HCSs, except for a few experiments. In the worst case, we
had a difference of 6 patterns. For each apparently missing pattern, we observed that this
difference came from two injected HCSs sharing the same labels and forming a single MHCS,
and thus, in this case, only one pattern was obtained instead of two.
4.3.3 Further directions for performance improvement
The algorithm 6 exhibits good performances on real-world datasets. However, several directions can be investigated to improve them further if needed.
Firstly, we can change the MHCS definition to discard some information from the pattern
and thus reducing the amount of data that need to be handle during the extraction. Indeed, this
definition includes small cliques (cliques having less than β vertices) that provide information about the context of the large cliques (the core cliques). These small cliques can easily
be removed in a post-processing step if one is not interested in these complementary information. However, if some reductions of the extraction time is required, then the definition
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could be changed to keep only the large cliques in the MHCSs, leading to handle smaller
subgraphs along the branches of the enumeration tree and thus resulting in additional gains
of performance.
A second direction to reduce the execution time will be to take advantage of the constraints
during the computation of the maximal cliques. In Algorithm 6, the maximal cliques of
a subgraph are obtained simply by calling the algorithm CLIQUES [33]. So, it could be
interesting to investigate how it is possible to extend CLIQUES to integrate some pruning
strategies based on the constraints that must be satisfied by the MHCSs (e.g., the minimal
number of vertices required in the core cliques).
Finally, additional gains could be made by adopting some data reduction strategies
(e.g., [5]). In the context of the extraction of the MHCSs, we can for instance apply this
technique to the constraint requiring that all vertices in a pattern must share at least α labels.
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A safe data reduction strategy, taking into account this constraint, could then be to remove
all edges that connect two vertices when these vertices share strictly less than α labels.

5 Related work
Several approaches have been proposed to mine graphs whose vertices are enriched by
information in various forms, as for instance feature vectors, attributes, or sets of labels.
Among these works, a lot of efforts has been dedicated to extension of clustering techniques,
e.g., [13,14,34]. The objective of this family of approaches is to partition the set of vertices to form clusters of similar vertices, where similarity means having similar attribute
values and also being somehow related in the graph (e.g., connected by a short path). Later
works on these graphs, where vertices are enriched by attributes, have also proposed refined
notions of similarity and specific clustering criteria [4,35,37]. However, it should be pointed
out that these clustering methods have the same general objectives than traditional clustering techniques and thus try to maximize the internal cluster cohesion while maximizing
the separation between the clusters. This means that they tend to form clusters such that the
vertices in a cluster share similar attribute values, but also tend to produce clusters such that
the attribute values are different from one cluster to the others. Such a structure is different
from a MHCS that exhibits groups having similar attribute values (for all the groups). Additionally, it should also be noticed that beside this difference, a clustering is a global partition
of the set of all the vertices, while a MHCS is only a subgraph (that can be rather small with
respect to the size of the whole graph).
A possible use of the MHCSs, where the clustering methods could not capture the desired
structure, is for instance the following one. Consider a streaming music site that wants to
propose online events to its members. The targeted events take the form of a chat room open
for a limited duration and dedicated to the exchange or the sale of albums, posters, scores
of a few artists. Let us suppose that there is a notion of friendship between the members,
and that the members also create on the site their own list of favorite artists. To contribute
to make such an event successful, we want to invite members having some common favorite
artists and forming several groups of friends. Doing so, the interactions in the chat room
could start quickly within each existing groups, while offering the opportunity to contact
people of the other groups (also having similar interests). To choose the members to invite to
such an event and to choose the list of artists, we can build a graph where the vertices are the
members, the edges denote the friendship relation, and where sets of labels are associated
with the vertices to represent the favorite artists of each member. Then, we can look for a
MHCSs containing at least κ core cliques of size at least β (the groups of members) and
sharing at least α favorite artists. Such a MHCS suggests a list of members to invite and a list
of artists (the artists shared by all vertices in the MHCS). Here, a clustering method over this
graph cannot be used to find the same information. It can find groups of friends as clusters
(e.g., densely connected components in the graph) but will tends to produce groups having
different favorite artists to maximize the cluster separation.
More recently, pattern-based approaches have been investigated on this kind of data. This
family encompasses a wide variety of approaches, from the study of graph evolution patterns
over time [3] to the finding of sets of labels that co-occur in neighborhoods in the graph [18]
or in connected components [11].
In this paper, we are interested in cliques sharing sets of labels. The closest previous
works are the contributions to the discovery of densely connected subgraphs sharing similar
features/labels [24,26,31,32]. In Moser et al. [26], the authors introduced the problem of
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cohesive pattern mining in feature vector graphs (each vertex is associated with a feature
vector that represents properties of this vertex). Cohesive patterns are subgraphs that satisfy
a subspace cohesion constraint (i.e., they share a large enough set of features), a density
constraint, and a connectivity constraint. This mining of cohesive patterns has been extended
to handle quantitative features in [24]. In Silva et al. [31,32], the authors introduced the
structural correlation mining task, where a structural correlation pattern is defined as a quasiclique such that its vertices shared at least a minimum number of attributes. In these works,
a pattern represents an association between a single dense component and a set of attributes
(or feature values). In our approach, a pattern exhibits a different structure and contains a
set of dense components sharing the same set of labels, i.e., a pattern denotes a subgraph
organized around several dense and homogeneous set of vertices.
The mining of graphs with multiple labels associated with the vertices can be seen as a
kind of mining over multiple datasets, where one dataset is a simple graph and a second one is
a Boolean matrix describing the labels associated with the vertices. Different problems have
been considered on similar kind of datasets. For instance, Jiang and Pei [16] proposed to mine
several datasets to find cross-graph quasi-cliques, and Gallo et al. [12] tackled the problem of
redescription mining that aims at finding subgroups of objects having several descriptions.
A maximal homogeneous clique set, as defined in this paper, can be seen as a set of small
local patterns (i.e., cliques) which satisfies both local constraints (constraints on each clique)
and constraints that require to consider several local cliques (e.g., the number of cliques).
Set-based selection of local patterns, instead of the ranking of patterns in isolation, has been
shown to be a promising way to return smaller and valuable collections of patterns, as for
instance in approaches based on pattern teams or pattern sets [19,30].
This paper is based on preliminary ideas we presented in [27]. Here, we proposed an
efficient algorithm embedding dedicated original pruning techniques, we show the correctness
of the approach, and we report extensive experiments on both the pattern interest and the
performances of the approach.

6 Conclusion
In this paper, we considered graphs enriched by sets of labels associated with the vertices. We
defined patterns called maximal homogeneous clique sets, where such a pattern highlights a
subgraph that is structured in several large cliques and where all vertices share enough labels.
To extract these patterns, we proposed a correct algorithm based on a subgraph enumeration
and several dedicated pruning techniques. Experiments on both real and synthetic datasets
are reported, showing that the algorithm performs well on reasonably large graphs. The
experiments run on the real datasets also shown that it is rather easy to focus on small
collections of meaningful patterns.
Several directions for future extensions seem promising. Among them, one is to use a
weaker notion of cliques if we are interested in groups of densely connected vertices even
if they are not complete subgraphs. The MHCS definition can be modified toward this more
tolerant requirement, but this modification should be made carefully if we want to benefit from
similar effective pruning strategies during the extraction of the patterns. Another possible
extension is related to the control of the distance between the elements of a pattern. Indeed, the
MHCS definition does not place any constraint on the distance between the maximal cliques
forming a pattern, allowing thus to retrieve groups that are very similar in terms of labels, but
very far apart in the graph. However, it could be interesting to offer a finer selection criterion
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of the patterns, by incorporating constraints on the maximal/minimal distance (length of the
shortest path) between the maximal cliques of a pattern.
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Abstract. Frequent pattern mining is an important data mining task
with a broad range of applications. Initially focused on the discovery
of frequent itemsets, studies were extended to mine structural forms like
sequences, trees or graphs. In this paper, we introduce a new data mining
method that consists in mining new kind of patterns in a collection of
attributed trees (atrees). Attributed trees are trees in which vertices are
associated with itemsets. Mining this type of patterns (called asubtrees),
which combines tree mining and itemset mining, requires the exploration
of a huge search space. We present several new algorithms for attributed
trees mining and show that their implementations can efficiently list
frequent patterns in a database of several thousand of attributed trees.
Keywords: tree mining, frequent pattern mining, attributed tree.

1

Introduction

Frequent pattern mining is an important problem in data mining research. Initially focused on the discovery of frequent itemsets [1], studies were extended to
mine structural forms like sequences [2], trees [7] or graphs [22]. While itemset
mining seeks frequent combinations of items in a set of transactions, structural
mining seeks frequent substructures. Most existing studies focus only on one kind
of problem (itemset mining or structural mining). However, in order to represent
richer information, it seems natural to consider itemsets that are organized in
complex structures. In this paper, we introduce the problem of mining attributed
trees that are tree structures in which each vertex is associated with an itemset.
In web log analysis, for example, it is common to represent user browsing in
tree-like data where each page is identified with an unique id. However, one can
more pertinently characterize browsed pages with lists of keywords associated
with their content. This approach allows to capture the browsing habits of users
even when the web site is reshuffled. Other applications can be imagined in various area such as retweet trees mining, spatio-temporal data mining, phylogenetic
tree mining and XML document mining.
The key contributions of our work are the following: 1) We present the problem
of mining ordered and unordered substructures in a collection of attributed trees.
J. Pei et al. (Eds.): PAKDD 2013, Part I, LNAI 7818, pp. 26–37, 2013.
c Springer-Verlag Berlin Heidelberg 2013
!

Frequent Pattern Mining in Attributed Trees

27

2) We define canonical forms for attributed trees. 3) We propose a method for
attributed trees enumeration that is based on two operations: itemset extension
and tree extension. 4) We present an efficient algorithm IMIT for extracting
frequent substructures in a set of attributed trees. 5) We perform extensive
experiments on several synthetic datasets and a real weblogs dataset.
The rest of this paper is organised as follows. Section 2 presents basic concepts
and defines the problem. Section 3 proposes a brief overview of related works,
particularly few studies that mix itemset mining and structure mining. Section 4
describes the method including the search space exploration, the frequency computation and the candidates pruning method. Section 5 reports several applications of the algorithms to mine both synthetic and real datasets. Finally, section
6 concludes the paper and presents possible extensions of the current work.

2

Basic Concepts and Problem Statement

In this section, we give basic definitions and concepts and then introduce the
problem of attributed tree mining.
2.1

Preliminaries

Let I = {i1 , i2 , .., in } be a set of items. An itemset is a set P ⊆ I. The size of an
itemset is the number of items. The set D of itemsets presents in a database is
denoted by {P1 , P2 , ..., Pm } where ∀P ∈ D, P ⊆ I. D is a transaction database.
A tree S = (V, E) is a directed, acyclic and connected graph where V is a set
of vertices (nodes) and E = {(u, v)|u, v ∈ V } is a set of edges. A distinguished
node r ∈ V is considered as the root, and for any other node x ∈ V , there is a
unique path from r to x. If there is a path from a vertex u to v in S = (V, E),
then u is an ancestor of v (v is a descendant of u). If (u, v) ∈ E (i.e. u is
an immediate ancestor of v), then u is the parent of v (v is a child of u). An
ordered tree has a left-to-right ordering among the siblings. In this paper, unless
otherwise specified, all trees we consider are unordered.
An attributed tree, or (atree) is a triple T = (V, E, λ) where (V, E) is
the underlying tree and λ : V → D is a function which associates an itemset
λ(u) ∈ I to each vertex u ∈ V . The size of an attributed tree is the number of
items associated with its vertices.
In this paper, we use a string representation for an atree based on that defined
for labeled trees by Zaki [24]. This representation is only intended to provide a
readable form for atrees. The string representation for an atree T is generated
by adding a representation of the nodes found in T in a depth-first preorder
traversal of T and adding a special symbol $ when a backtracking from a child
to its direct parent occurs. In the paper, for simplicity, we omit the trailing $s.
A string representation of a node is generated by listing all the items present
in the associated itemset in a lexicographical order. For example, the string
representation of atree T 2 from Fig. 1 is ”a c $ cde ab $ a”.
Attributed trees can be understood as itemsets organized in a tree structure.
As such, attributed tree inclusion can be defined with respect to itemsets
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inclusion or structural inclusion. For itemset inclusion, we say that atree T1
is contained in another atree T2 if both atrees have the same structure and
for each vertex of T1 , the associated itemset is contained in the itemset of the
coresponding vertex in T2 . More formally, T1 = (V1 , E1 , λ1 ) is contained in
T2 = (V2 , E2 , λ2 ), and is denoted by T1 !I T2 , if V1 = V2 and E1 = E2
and ∀x ∈ V1 , λ1 (x) ⊆ λ2 (x). Structural inclusion is represented by the classical
concept of subtree [5,7,12,17,19,23,24].
From the previous definition, we generalize the notion of asubtree in the following way. T1 = (V1 , E1 , λ1 ) is a asubtree of a atree T2 = (V2 , E2 , λ2 ) and
is denoted T1 ! T2 if T1 is an isomorphic asubtree of T2 , i.e. there exists a
mapping ϕ : V1 → V2 such that T1 %= T2 and (u, v) ∈ E1 if (ϕ(u), ϕ(v)) ∈ E2
and ∀x ∈ V1 , λ1 (x) ⊆ λ2 (ϕ(x)). If T1 is an asubtree of T2 , we say that T2 is an
asupertree of T1 . T1 is called an induced asubtree of T2 iff T1 is an isomorphic
asubtree of T2 and ϕ preserves the parent-child relationships. T1 is called an embedded asubtree of T2 iff T1 is an isomorphic asubtree of T2 and ϕ preserves
the ancestor-descendant relationships. T1 = (V1 , E1 , λ1 ) is called a gap-i asubtree of T2 = (V2 , E2 , λ2 ) iff T1 is an isomorphic asubtree of T2 and ϕ preserves
the ancestor-descendant relationships with the following constraint: ∀u∀v ∈ E1
such that u is an ancestor of v and d(ϕ(u), ϕ(v)) = 1, d(u, v) ≤ i where d(x, y)
represents the number of edges between x and y in the atree.
Fig. 1 shows an example of an atree database composed of three different
atrees with two (incomplete) sets of common asubtrees using a maximum gap
of 0 and 1.
Input database
a

a
ab

!

c

cde

"# $
T1

!

Common asubtrees
a
cde

cde
ab
"#
T2

a
$

abc c
! "# $
T3

a

a

a

cde

e

c

! "# $
gap-0 asubtrees

a
ab

a
c

a

!
"#
$
gap-1 asubtrees

Fig. 1. Example of an atrees database with some common asubtrees

All tree mining algorithms dealing with unordered trees have to face the isomorphism problem. To avoid the redundant generation of equivalent solutions,
one tree is chosen as the canonical form and other alternative forms are discarded
[3,8,17,23,25]. In previous works, canonical forms are based on a lexicographical
ordering on node’s labels. In our work, we define an ordering based on node’s
associated itemsets. Given two itemsets P and Q (P %= Q), we say that P < Q
iff 1) ∀i ∈ [1, min(|P|, |Q|)] : Pi ≤ Qi and 2) if ∀i ∈ [1, min(|P|, |Q|)] : Pi = Qi ,
then |P| > |Q|. From the definition above, an ordering, ≺, among atrees can be
defined. From this, a canonical form of isomorphic atrees is easily determined using the method presented by Chi et al. [7].
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The problem with frequent atrees mining is that the number of frequent patterns is often large. In real applications, generating all solutions can be very
expensive or even impossible. Moreover, lots of these frequent atrees contain
redundant information. In Fig. 1, for example, atree ”a e” is present in all transactions but the pattern is already encoded in atree ”a cde” because ”a e” is
contained in atree ”a cde”. This is the same for atree ”a a” which is an asubtree
of ”a ab $ c”.
Since the proposal of Manilla et al. [13] huge efforts have been made to design
condensed representations that are able to summarize solutions in smaller sets.
Set of closed patterns is an example of such a condensed representation [18]. We
say that an atree T is a closed atree if none of its proper asupertrees has the
same support as T . In this paper, we introduce another condensed representation
which is defined with respect to the contained in relationship only. We say that
an atree T is a c-closed atree (content closed) if it is not contained (as defined
above) in another atree with the same support as T .
2.2

Problem Statement

Given a database B of atrees and an atree T , the per-tree frequency of T is
defined as the number of atrees in B for which T is an asubtree. An atree is
frequent if its per-tree support is greater than or equal to a minimum threshold
value. The problem consists in enumerating all frequent patterns in a given forest
of atrees.

3

Related Works

Most of the earlier frequent tree mining algorithms are derived from the wellknown Apriori strategy [1]: a succession of candidates generation phase followed
by a support counting phase in which infrequent candidates are filtered out.
Two strategies are possible for candidate generation: extension and join. With
extension, a new candidate tree is generated by adding a node to a frequent tree
[3,17]. With join, a new candidate is created by combining two frequent trees
[12,25]. Combination of the two principles has also been studied [8].
Extension principle is a simple method suitable to mine implied trees because
the number of nodes that can be used to extend a given subtree is often lower
than the number of frequent subtrees.
Other tree mining algorithms are derived from FP-growth approach [11].
These algorithms, which adopt the divide-and-conquer pattern-growth principle avoid the costly process of candidate generation. However, pattern-growth
approach cannot be extended simply to tackle the frequent tree pattern mining
problem. Existing implementations are limited in the type of trees they can handle: induced unordered trees with no duplicate labels in each node’s childs [23],
ordered trees [21] or embedded ordered trees [26] are some kind of trees that
were successfully mined with pattern-growth approach.
Finding condensed representations of frequent patterns is a natural extension
of pattern mining. For itemset mining, the notion of closure is formally defined
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[18]. Several works explored this topic in the context of tree mining and proposed
mining methods as well as various implementations [9,19,20]. To the best of our
knowledge, no method has been proposed for the general case of attributed trees.
Recently we saw growing interest in mining itemsets organized in structures.
Miyoshi et al. [14] consider labeled graphs with quantitative attributes associated
with vertices. This kind of structure allows to solve the problem by combining
a ”classical” subgraph mining algorithm for the labeled graph, and an existing
itemset mining algorithm for quantitative itemsets in each vertex. Mining attributed subgraphs independently of labels of vertices is impossible with this
approach. Several studies [10,15,16] deal with attributed graphs but are looking
for frequent subgraphs sharing common sets of attributes. Our work differs from
these studies in the sense that itemsets associated with the vertices of a given
frequent substructures are not necessarily identical.

4

Mining Frequent Atrees

We are mainly interested in identifying induced ordered and unordered asubtrees. Depending on applications, some patterns including gaps in the ancestordescendant relationship can also be considered. However, in order to collect only
interesting patterns, the gap used should remain small. Otherwise, the relationship between a node and its descendants is not really tangible. Although we
focus on induced asubtrees, we designed a general method that is able to mine
asubtrees with any gap value, including embedded asubtrees. However, because
of the primary objective, our method works better for induced asubtree mining
and performances decrease as gap parameter increases.
4.1

Atrees Enumeration

Using the operator ≺, it is possible to construct a candidate tree Q representing
the complete search space [4] in the following way. The root node of the tree is at
the top level and labeled with ∅. Recursively, for each leaf node n ∈ Q, children
n" are added such that n ≺ n" . Children of a node n ∈ Q, are generated either
by tree extension or by itemset extension.
Tree Extension. For tree extension, we use a variation of the well-known
rightmost path extension method [3,17]. Let T be an atree of size k. T can be
extended to generate new atrees in two different ways. In the first way, a new
child N is added to the rightmost node of T (right node extension). In the second
way, a new sibling N is added to a node in the rightmost path of T (right path
extension) [6].
In the classical approach, N represents every valid node from the input
database. In our approach, new nodes N are created from every valid node Q
from the input database. In fact, each node Q, associated with an itemset of size
k, generates a set of k nodes N = {N1 , .., Nk } used for tree extension. Each Ni is
associated with an itemset of size 1; the only item being the ith item of λ(Q).
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For example, in Fig. 1, the nodes that can be used for right node extension of
pattern ”a cde” are ”ab”, ”a” (from atree T 2), ”abc” and ”c” (from atree T 3).
From node ”abc”, three extensions are generated (”a”, ”b” and ”c”) while node
”ab” generates ”a” and ”b”. Nodes ”a” and ”c” generate extensions ”a” and
”c” respectively. Three different candidates are then obtained by adding each of
these extension to the candidate pattern: ”a cde a”, ”a cde b” and ”a cde c”
For ordered trees, this method of candidate generation has been shown to be
complete as well as non-redundant [3]. However, for unordered trees, it might
generate redundant patterns in the form of isomorphic trees. Duplicate candidates are detected and discarded before the candidate extension process by
performing a canonical check.
Itemset Extension. For itemset extension, we use a variation of the method
presented by Ayres et al. [4]. With this variation, a new item I is added to the
itemset associated with the rightmost node of the candidate atree T . Items used
for itemset extension are derived from the itemset associated with this node in
the input database. The constraint is that the new item must be greater than
any item associated with the rightmost node of T .
4.2

Frequency Computation

We organize our data in a structure storing all information needed for the mining
process. Our structure is an extension of the vertical representation of trees
introduced by Zaki [24,25]. Briefly, each candidate asubtree is associated with its
pattern and several data allowing to pinpoint all its occurrences in the database.
The first candidates, composed of a unique node associated with one item, are
generated by scanning the input database. Using only this unique structure,
it is easy to compute the number of occurrences of each pattern. In addition,
this same structure is sufficient to generate all possible extensions of a given
pattern. When a pattern of size k is processed, all occurrences are extended
with tree extension and itemset extension methods described before to generate
new (k + 1)-candidates that are themselves stored in the structure.
4.3

Search Space Exploration

Several techniques can be used to prune the search tree.
Candidate Pruning. The same rules specified by Agrawal and Srikant twenty
years ago [1], can be applied to the case of atrees: i) any sub-pattern of a frequent
pattern is frequent, and ii) any super-pattern of a non frequent pattern is non
frequent. As the frequency count is an anti-monotonic function (extending a
pattern cannot lead to a new pattern with a greater frequency), is it possible
to stop the exploration of a branch when the frequency of a candidate is less
than the minimum support. For example, in Fig. 1, during the mining of atrees,
when we examine pattern ”a c a” and found that its frequency is lower than the
minimum support, we do not generate candidates obtained by extending ”a c a”
(e.g. ”a c ab”, ”a c a $ b”, ”a c a $ $ c”).
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In addition, in the case of unordered tree mining, extension of a candidate is
stopped if it is not in canonical form.
C-closed Atrees Enumeration. By enumerating only atrees that are not
contained in another atree with the same support, the search space can be
considerably reduced. Enumerating c-closed atrees involves the storage of every
frequent pattern found with their associated per-tree frequency and their total
number of occurrences in the database (the occurrence-match frequency).
Let T be a candidate atree currently processed, T be the set of all previously
identified frequent atrees and X be the set of candidates generated by extension
of T . We distinguish two subsets of X . XI is the set of atrees generated by
itemset extension of T and XT is composed of tree extensions of T . We define
two functions: ft which gives the per-tree frequency of an atree and fo which
returns its occurence-match frequency.
We say that T is a c-closed atree if % ∃T " ∈ T U XI such that T !I T " and
ft (T " ) = ft (T ). However, finding an itemset extension of T with the same pertree frequency as T does not allows to stop the exploration of other candidates
in X . The following additional conditions must also be satisfied: ∃T " ∈ T U XI :
T !I T " and fo (T " ) = fo (T ).
In Fig. 1, for example, the first candidate to be examined is ”a” with a per-tree
frequency of 3. By itemset extension, we build XI = {”ab”, ”ac”}. Candidate
”ab” has a per-tree frequency of 3, therefore, candidate ”a” is not c-closed as
”a” !I ”ab”. However, pattern ”a” appears 7 times in the database while the
total occurrence of candidate ”ab” is 3. The 4 times where ”a” occurs in an
itemset which does not contain ”b” may lead to the generation of other patterns
that are c-closed. This is the case in Fig. 1 where a right node extension of
pattern ”a” generates candidate ”a e” with a per-tree frequency of 3.
Closed Atrees Enumeration. We say that T is a a closed atree if % ∃T " ∈ T U X
such that T ! T " and ft (T " ) = ft (T ). The extension of T can be stopped if
∃T " ∈ T U X : T ! T " and fo (T " ) = fo (T ). In addition, one has also to remove
non closed trees from T , i.e. all atrees that are asubtrees of T with a same
per-tree frequency. The check for closure requires to perform several subtree
isomorphism checks that are costly operations.
4.4

Mining Algorithms

Fig. 2 shows the high level structure of the IMIT algorithm. First, a set with all
asubtree of size 1 is built by scanning the input database. Then, a loop allows
to process every candidate in the set. The function GetF irst return the smallest
candidate in the set according to the ≺ operator. The processing involves a
canonical test and a frequency test. A frequent candidate which is in canonical
form is added to the list of solutions and all of its extensions are added to the
list of candidates. The processing of a candidate finishes by removing it from the
candidates’ list.
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IM IT (D, minSup)
1: C ← {all asubtrees of size 1 in D}
2: while C "= ∅ do
3:
T ← getF irst(C)
4:
if isCanonical(T ) and ft (T ) ≥ minSup then
5:
T ← T ∪ {T }
6:
C ←C∪X
7:
end if
8:
C ← C \ {T }
9: end while
10: printSolutions(T )
Fig. 2. IMIT Algorithm

This algorithm is sufficient to enumerate all solutions but it has a huge
search space. To limit the redundancies in the set of solutions, we developed
IMIT CLOSED, an algorithm extracting closed asubtrees (Fig. 3). As illustrated in section 5, the algorithm is costly and is not usable to mine large input
databases.
We designed IMIT CONTENT CLOSED, a third algorithm extracting cclosed asubtrees. This new algorithm (not shown in this paper) can be easily
deduced from the IMIT CLOSED algorithm (Fig. 3) by replacing ! by !I , replacing X by XI in line 5 and removing line 11 to 13. The use of !I instead
of ! allows to only perform itemsets inclusion tests that are less costly than
subtree isomorphism checks. Lines 11 to 13 remove from the set of solutions
those that are asubtree of the current candidate. This test is not needed for the
IM IT CLOSED(D, minSup)
1: C ← {all asubtrees of size 1 in D}
2: while C "= ∅ do
3:
T ← getF irst(C)
4:
if isCanonical(T ) and ft (T ) ≥ minSup then
5:
if " ∃T ! ∈ T ∪ X : T ! T ! and ft (T ! ) = ft (T ) then
6:
T ← T ∪ {T }
7:
end if
8:
if " ∃T ! ∈ T : T ! T ! and fo (T ! ) = fo (T ) then
9:
C ←C∪X
10:
end if
11:
for all T ! ∈ T such that T ! ! T and fo (T ! ) = fo (T ! ) do
12:
T ← T \ {T ! }
13:
end for
14:
end if
15:
C ← C \ {T }
16: end while
17: printSolutions(T )
Fig. 3. IMIT CLOSED Algorithm
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extraction of c-closed patterns. Experiments show that this third algorithm is
the best compromise between non redundancy of solutions and execution time.

5

Experimental Results

All algorithms are implemented in C++ using STL. Experiments were performed
TM
c
on a computer running Ubuntu 12.04 LTS and based on a Intel*Core
i5-2400
@ 3.10GHz with 8 Gb main memory. All timings are based on total execution
time, including all preprocessing and results output.
5.1

Synthetic Datasets

We modified the synthetic data generation program proposed by Zaki [24] in
order to be able to generate atrees with different size of itemsets. We added
two new parameters controlling the minimum and maximum itemset’s size. This
allows to generate atree with fixed itemset’s size or with a size randomly chosen
in a range.
We used the default parameters as in [24] except for the number of subtrees
T that is set to 10,000. We build five datasets by varying the size of itemsets. In
T10K, all vertices are associated with itemsets of size 1. This allows us to compare our implementation with SLEUTH [25]. In T10K-3 and T10K-5, vertices
are associated with itemsets of size 3 and 5 respectively. In T10K-1/10, vertices
are associated with itemsets of size randomly selected between 1 and 10, while
in T10K-1/20, itemsets’ size vary from 1 to 20.
5.2

Web Logs Datasets

We built a dataset on logs given by our university following the method described
by Zaki [24]. However, instead of labeling nodes with URLs of the browsed
pages, we associated them with itemsets representing keywords of their content.
The dataset is composed of 126,396 attributed trees with itemsets of size 10
(10 keywords by page).
5.3

Performance Evaluation

Fig. 4 shows the execution time for mining c-closed sets of induced unordered
patterns using IMIT CONTENT CLOSED on our five synthetic datasets. For
comparison, we added in the figure the execution time of SLEUTH, a reference implementation of equivalence class extension paradigm [25], on the T10K
dataset. IMIT CONTENT CLOSED is about two times slower than SLEUTH
for all support values except the smallest ones where SLEUTH is penalized by
the cost of joining millions of frequent patterns.
Although IMIT CONTENT CLOSED is slower than SLEUTH, these results
are satisfactory because our algorithm is designed to mine attributed trees.
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Fig. 4. Execution time of IMIT CONTENT CLOSED for mining c-closed sets of induced unordered patterns on 5 synthetic datasets










 















   





   
  



  
   
   
   



 

Fig. 5. Induced unordered mining with 3 versions of IMIT on T10K-3 dataset

As such, it is normal to perform worst on mining labeled trees than dedicated implementations. The memory footprint of our algorithm is twice as SLEUTH’s one.
The figure also shows that mining attributed trees is extremely more computing intensive than mining labeled trees; and the difference is largely underestimated because only c-closed patterns were mined. Mining all patterns generates
a huge number of solutions and takes a long time. To give an idea, mining the
T10K-3 dataset with a minimum support of 1% outputs 12 millions patterns in
15 hours (Fig. 5). Mining c-closed atrees allows to reduce both the number of
patterns and the execution time. Thus, at 1% minimum support, 200 c-closed
patterns are found in 4 seconds.
As shown in the same figure, the search for closed patterns allows to reduce
further the number of patterns. At 1% minimum support, for example, the number of patterns drops to 103. However, because of the costly subtree isomorphism
checks, in return, performances collapse when patterns become numerous. The
result is that the difference in computation time increases as the minimum support decreases.
Fig. 6 show the execution time and number of c-closed patterns in the weblogs
dataset. This dataset is much larger than synthetic datasets used before and its
mining cannot be performed with a minimum support of less than 10% in a
reasonable amount of time. Mining the weblog dataset with a minimum support
of 6% lasts 6 hours and returns 360 patterns.
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Fig. 6. Performances of IMIT CONTENT CLOSED for mining c-closed sets of induced
unordered patterns on weblogs datasets

6

Conclusion and Perspectives

In this paper, we introduce the problem of mining attributed trees. We investigate methods enumerating all frequent patterns or only closed ones, but these
methods proved inefficient because of, in the first case, the huge number of patterns returned, and in the second case, the cost of subtree isomorphism checks.
Finally, we propose a condensed representation of frequent atrees that is defined with respect to itemset inclusion. This representation allows to drastically
reduce both the number of patterns and the execution time. We evaluate the efficiency of the proposed algorithm, IMIT CONTENT CLOSED, and show that
it successfully extract frequent patterns in large datasets. One future work is
to extend the proposed algorithm to effectively mine frequent closed patterns.
Another future work consists in developing similar methods for mining more
complex structures such as attributed graphs.
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